
Mitigation of Adversarial 
Attacks on Generative AI
Cisco AI Defense

BRKSEC-1554

Jatin Sachdeva
Principal Field CTO – Cybersecurity, Cisco



© 2025 Cisco and/or its affiliates. All rights reserved.

About your speaker

3

Fun fact – I am Indian, but I am not into 
cricket or spicy food!

Play

Live in Melbourne, Australia with my lovely family and 
this crazy fellow

Can nerd out on anything from tech and cars to fitness 
and nutrition!

Work

23 years in security industry, 20 in Cisco.

Knowledge seeker hence certs a plenty – CISSP, 

CISA, CEH, GWAPT, GSEC, GCIA, GCIH, GCSA, GPCS, SFCE, 
Associate C|CISO

Prior to Cisco – security consulting, 
implementation and audit
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How did we get here?
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Feel increased urgency over the 

past year

Of orgs have CEOs and leadership 

driving urgency for AI

98%

50%

85%

Orgs say they have <18 months to 

deploy an AI strategy before they 

see negative business effects

50%
Orgs have dedicated 10-30% of 

budget to AI initiatives

BRKSEC-1554 6
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Let’s start with a customer facing application

7

Loan Requirement

My Transaction failed

Set of documents for Loan 
Approval

Set of Gudelines for

common Issues

Banking App
Logic 

Set of lines of code

Parse the Input

Response not in 
Natural Language 
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Now let’s add AI Assistance to it

8

LLM-powered Application

Loan Requirement

My Transaction failed

Set of documents for Loan 
Approval

Set of Gudelines for

common Issues

AI Assist app

Banking App

with AI Assist

Large Language 
Models(LLM)

DevOpsMLOps

Context

IT/SecOps
Large Language 

Models(LLM)
Context
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DevOps -> MLOps
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Application Lifecycle
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Adding ML/LLM requirements into Application Lifecycle
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Model

Data
Model 

Training

MLOps/LLMOps
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DevOps= + +DataOps ModelOpsMLOps DevOps ModelOps
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MLOps/LLMOps Core Components

13

Data Input Data Cleaning Data Pre-processing
Model Training

(RAG/Fine-Tuning)

DeploymentApp

DataOps DevOps ModelOps

BRKSEC-1554



DataOps
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Data Input

15

Data Pipeline

Log File

Documents over 
Internet

API endpoints

Model
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Data Cleaning Example – Handling log files

16

2025-04-01 09:59:12 [5568] [WARN ] < 14> Dns Protection IPv4 State Machine: Error: Can only have 
one disconnected session - we have 2 - not using user specific policies

2025-03-28 16:16:12 [8976] [WARN ] < 10> Device Registration: Exception occurred while 
deserializing device registration response message; there was likely a problem with the 
communications channel.  Registration will be reattempted later.
System.Runtime.Serialization.SerializationException: There was an error deserializing the object of type 
Core.RoamingDeviceCreateResponseData. Encountered unexpected character 'T'. ---> 
System.Xml.XmlException: Encountered unexpected character 'T'.

   

2025-04-01 09:59:12 [5568] [WARN ] < 15> Dns Protection IPv6 State Machine: Error: Can only have one 
disconnected session - we have 2 - not using user specific policies
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Data Pre-processing example – convert tables to JSON

17

Management Center Version Oldest Device 
Version You Can Manage\n0 7.7 7.2\n1 7.6 
7.1\n2 7.4 Last support for NGIPS device 
management. 7.0\n3 7.3 6.7\n4 7.2 6.6\n5 
7.1 6.5\n6 7.0 6.4\n7 6.7 6.3\n8 6.6 
6.2.3\n9 6.5 6.2.3\n10 6.4 6.1\n11 6.3 
6.1\n12 6.2.3 6.1\n13 6.2.2 6.1\n14 6.2.1 
6.1\n15 6.2 6.1\n16 6.1 
5.4.0.2/5.4.1.1\n17 6.0.1 
5.4.0.2/5.4.1.1\n18 6.0 
5.4.0.2/5.4.1.1\n19 5.4.1 5.4.1 for ASA 
FirePOWER on the ASA-5506-X seri...
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DevOps for ML/LLM inclusion
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Interactions with Models

19

API call to Model

System Prompts

Ingesting 
Documents

Conversational 
History

App
Model 1Model 2
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Interactions with Models – a modular approach

20

Model X

API call to Model

System Prompts

Ingesting Documents

Conversational 
History

App

Modular

BRKSEC-1554



© 2025 Cisco and/or its affiliates. All rights reserved.

Integration Layer to the rescue -> Model Agnostic

21

LangChain

Models

Document 
Loaders

Text Splitters

Retrieve Data

Output Parsers

Parsing User Input Prompting
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Linear Control Flow – a limiting factor

22

Give summary of today 
events

Can you identify the 
important tasks from the 

document

Start

Step 1 Step N

End

Chain

LLM

BRKSEC-1554



© 2025 Cisco and/or its affiliates. All rights reserved.

Non-Linear Control Flow with Agentic AI

23

Start

Step 1 Step 2

End

LLM

Agentic

Step 3

Step 1 = Agent 1

Step 2 = Agent 1

Step 3 = Agent 2
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Building Blocks for Agentic AI

24

Agent 1 Agent 2

How can we know actions of each 
agent?

Seamlessly Connect Agents

Building Conditions 

Adding Human Loop
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Orchestration Framework for Agentic AI

25

Start
End

Agent 1

Agent 1

Agent 2

Agent 2

Edges

EdgesEdges

Edges

State

LanGraph
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BRKSEC-1554



© 2025 Cisco and/or its affiliates. All rights reserved.

Retrieval Augmented Generation(RAG)

27

Definition:

• Allows LLM to query external data source to derive context

Jatin asks:

Could you give the summary of 
errors in the log file

Model response

Jatin DB Context

There were 10 errors and below 
are the details…….

Model
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RAG Pipeline – Steps to make data LLM friendly
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However RAG is becoming a Legacy option

30

Early 2024

32k tokens to 128k tokens 

Currently
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Modern LLMs token limits make Fine Tuning easier

31

Foundational 
Model 

Fine-tuned Model

Instruction Fine-tuning

PROMPT[…Set of Instructions….]

PROMPT[…Set of Instructions….]

PROMPT[…Set of Instructions….]

PROMPT[…Set of Instructions….]

Using Prompts to Fine-Tune LLM
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Fine Tuning for advanced use cases

32

Foundational 
Model Fine-tuned Model

Parameters : a , b , c

b = a* X + Y

c = a*Y - X

a

c

b
X,Y

Weights : Y,X 

Parameter based Fine Tuning
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Model Deployment Platform Example for Reference
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Our Sample LLM application
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An example SecOps Use Case – Firewall Upgrades!

35

Firewall

Secure Firewall 

Firepower eXtensible 
Operating System(FXOS)

Secure Firewall 
Management 
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Sample LLM Application – Firewall Upgrade Assistant

36

Upgrade assistant which answers user queries for 
different Cisco products

Response

Prompt

Is the Secure 
Firewall(4110) version 

7.0.0-94 compatible for 
direct upgrade to 7.4.2-

172

Context 
using 
RAG

Input

Output

Get Context

Response

Yes it is
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Sample LLM Application – ideal production architecture

37

Response

Prompt

Chain Orchestrator
Vector 

Database

Embed Question

Generate Response

Embedding 
LLM

Prompt LLM w 
template - Respond 

to question based on 
docs

Return 
relevant docs

Similarity 
Search

Instruction 
following LLM

Cisco Docs/LinksChunk & 
Embed
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Sample LLM Application – our PoC architecture

38

Response

Prompt

LangChain

Question

Generate 
Response

Function/Tool – tables to json

OpenAI

Cisco Docs/Links

Search/Get Data
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Simple Python based LLM app
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Simple Python based LLM app
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Knowledge Sources

41

Management Center 
Compatibility Guide

https://www.cisco.com/c/en/us/td/docs/security/secure-firewall/compatibility/management-center-compatibility.html

https://www.cisco.com/c/en/us/td/docs/security
/secure-firewall/compatibility/management-

center-compatibility.html

Secure Firewall Threat 
Defense Compatibility Guide

Firepower Compatibility Guide

ASA Compatibility Guide

https://www.cisco.com/c/en/us/td/docs/security/secure-firewall/compatibility/threat-defense-compatibility.html

https://www.cisco.com/c/en/us/td/docs/security
/secure-firewall/compatibility/threat-defense-

compatibility.html

https://www.cisco.com/c/en/us/td/docs/security
/firepower/fxos/compatibility/fxos-

compatibility.html

https://www.cisco.com/c/en/us/td/docs/security
/asa/compatibility/asamatrx.html

Model

Context
BRKSEC-1554
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Knowledge sources in code
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Tools
Table 9. On-Prem Management Center- Device Compatibility

43

Providing Logic to read and select 
the right information

Model

Tools

BRKSEC-1554
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Tool – function that converts tables to JSON
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Function detail
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Fine Tuning with Prompt Engineering

Model
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Observability
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Putting together our LLM Application

48

Model – openai 
gpt4o mini

Fine tuning with 
System Prompt & 
Prompt Template 

engineering

Context via RAG

Tools – extract 
tables -> json

LLM app

LangGraph (e.g. for 
multi-agent)

LangChain

Observability 
LangSmith
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Quick demo of our final app
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So what?
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The state of AI security

• New AI threat vectors put AI models, 

applications, and infrastructure at risk

• AI policy and AI standards are changing 

rapidly

• Cisco is pioneering new areas of AI 
security research

©  2025 Cisco and/or its affil

i

at es. All rights reserved.
Cisco State of AI Security Report

Executive Summary

3

This is Cisco’s inaugural State of AI Security report. Its aim is to 

provide a comprehensive overview of important developments in 

AI security across several key areas: threat intelligence, policy, 

and research. We’ll reflect on progress from the past year while 

simultaneously looking at what’s ahead and highlighting the ways 

in which Cisco is investing in a safer, more secure future for AI. 

Ultimately, we want to help our customers better understand the 

AI landscape so that they might be better equipped to manage 

the risks and reap the benefits that AI brings.

The State of AI Security report will cover:

· In- depth analysis of threats to AI infrastructure, AI supply 

chains, and AI applications and evaluation of the implications AI 

threat vectors such as model backdoors, prompt injections, and 

data extraction.

·        , 

highlighting common themes and macro trends from hundreds of 

AI- related legislation, executive orders, partnership agreements, 

and security frameworks. 

·Original research into algorithmic jailbreaking, dataset 

poisoning, data extraction, and several other cutting- edge AI 

security topics led by Cisco’s own AI research team.

We are also excited to introduce Cisco AI Defense, the first truly 

comprehensive solution for enterprise AI security. Announced in 

January of this year, AI Defense builds on our decades of 

networking and security experience to help enterprises protect the 

development, deployment, and usage of AI across their 

organizations.

Artificial intelligence (AI) has emerged as one of 

the defining technologies of the 21st century. It 

has transformed both our personal and 

professional lives, and its rapid advancement will 

continue to reshape the ways in which 

businesses operate. Business leaders largely 

recognize the generational opportunity that AI 

presents and feel tremendous pressure to 

harness this potential. Findings from our  Cisco 

2024 AI Readiness Index show that the race to 

integrate AI into critical business functions is 

impeded by a few practical challenges—of which, 

AI security is the most prominent.

As AI systems handle increasingly sensitive workloads in vital 

sectors such as healthcare, finance, and defense, the need for 

robust safety and security measures becomes nonnegotiable. 

The threat landscape for AI is novel, complex, and not 

effectively addressed by traditional cybersecurity solutions. 

Similarly, streamlining the integration of AI capabilities while 

adhering to new compliance frameworks and regulations can 

make AI adoption feel overwhelming and costly.

©  2025 Cisco and/or its affili es. All rights reserved.

http://cs.co/state-ai-security

Key findings from our inaugural report

BRKSEC-1554
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Things are different
In a very fundamental way

User

Application

Model

Data

Infrastructure

AI Application

Stochastic machine in the middle 

Rapidly changing, Constantly evolving

52BRKSEC-1554
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What’s the risk?
AI Applications can be non-deterministic

User

Application

Model

Data

Infrastructure

AI Application Amplified Risks

Business & reputational harm

Data security & privacy

Supply chain vulnerabilities

Cyber attacks & threats

Compliance

BRKSEC-1554 53



© 2025 Cisco and/or its affiliates. All rights reserved.

Let’s recap how LLMs are served in enterprise apps

54

Vector DB

App Data Public Data OSS Model

Trained Model

Production-Ready 
ModelUser

Application

Context

Response
Query

Production

Development

BRKSEC-1554
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Where are the threats?

55

Vector DB

App Data Public Data OSS Model

Trained Model

Production-Ready 
ModelUser

Application

Context

Response
Query

Production

Development

Exfiltration

Denial of Service

Privacy Attacks

Cost Harvesting

Toxicity

Indirect Injection

Prompt Injection

Data Extraction

Misalignment

Hallucinations

Data Poisoning

Indirect Injection

Factual Inconsistency

Model Backdoor

Security Risks

Safety Risks
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Open-source models
1.9M+ on HuggingFace

Third-party datasets
450K+ on HuggingFace

MCP servers & tools
Thousand across multiple repos

AI

Risks: Model backdoors & malware

Risks: Data poisoning & privacy violations

Risks: Tool & server vulnerabilities

© 2025 Cisco and/or its affiliates. All rights reserved.

The AI Security Challenge

Third-party AI assets carry risks

BRKSEC-1554
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The AI Security Challenge

AI red teaming is time-intensive

• AI red teaming is a specific skill that most 
businesses lack today

• With the proper expertise, manual red 
teaming takes 7 to 15 weeks to test one 
model

• Testing should be repeated each time the 
model is modified in development and 
regularly during production

Step Estimated Time

Identifying relevant regulatory and Responsible AI frameworks 3 days – 1 week

Running individual tests 1 – 2 weeks

Designing and writing code to test various modalities and use 
cases according to regulatory and RAI frameworks

1 – 2 weeks

Setting up environments, libraries, cloud computing 
infrastructure

1 – 2 weeks

Fine-tuning and/or retraining model 3 days – 1 week

Creating model wrappers and integrations to handle model 
input and output formats

3 days – 1 week

Configuring parameters for each test to meet requirements of 
RAI and regulatory frameworks

3 days – 1 week

Comparing models 3 days – 1 week

Collecting and analyzing results 1 – 2 weeks

Compiling results into a report 1 – 2 weeks

BRKSEC-1554
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The AI Security Challenge

Model security is inconsistent

Model A Model B Model C Model D

Built-in guardrails are different for each model, optimized for 
performance over security, and easily broken when changing the model.

BRKSEC-1554
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The AI Security Challenge

Model security is inconsistent

Enterprise guardrails provide a common layer of security across models, 
allowing AI teams to focus fully on development.

Enterprise Guardrails

BRKSEC-1554
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Profanity Indirect prompt injection

SecuritySafety

Infrastructure compromise

IP theft

Meta prompt extraction

Prompt injection

Model theft

Training data poisoning

Sensitive information disclosure

Data exfiltration

Model denial of service

Cost harvesting / repurposing

Harassment

Hallucinations

Hate speech

Off-topic

Toxicity

Social division & polarization

Self-harm

Financial harm

BRKSEC-1554
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Demo: Prompt Injection
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Demo: System Prompt Leakage
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The AI Risk Landscape

AI risk is already impacting businesses

86% have experienced an AI-related security 
incident in the past 12 months

Only 45% have resources and 
expertise for comprehensive AI 
security assessments

41% do not have mature controls 
on data used to train AI models

Source: 2025 Cisco Cybersecurity Readiness Index

BRKSEC-1554
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The AI Risk Landscape

Consequences of unmanaged AI risk

Financial Damages Litigation Risk Reputational Harm

Noncompliance Security Risk IP Leakage

BRKSEC-1554
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So where does that leave us?
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1. Gartner 
2. 2024 Cisco AI Readiness Index survey

The Proliferation of AI Applications is happening now!

67

Enterprise adoption of AI is faster than 
that of the cloud.

By 2026, more than 80% of enterprises 
will have used generative APIs or 
deployed generative AI applications.1

But only 3 out of 10 companies have 
comprehensive AI policies and 
protocols.2

BRKSEC-1554
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AI risk is on the rise
As AI capabilities grow, so does AI risk 

Simple AI Chatbot RAG AI Application Agentic AI Application

Sensitive data and autonomy make AI applications more useful and relevant.
They also make them riskier and a bigger target.

BRKSEC-1554
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Emerging Regulation

EU AI Act 2024 mandates that 
generative AI systems undergo 
external audits throughout their 
lifecycle

Assess performance, 
predictability, interpretability, 
safety, and cybersecurity 
compliance

Additionally, companies must 
implement state-of-the-art 
safeguards against generating 
harmful or misleading content

BRKSEC-1554
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Cisco AI Security – Shaping AI Security Standards

• Founding member 
of MITRE Atlas

• Co-developed the 
AI Risk Database

• Co authored 
Adversarial AI 
Taxonomy

• Selected to NIST’s 
AI Safety Institute

• Contributors to OWASP 
Top 10 for LLMs

• Selected as review 
panelist for Agentic 
Security initiative

• Creating Prompt 
Injection Taxonomy 
w/ UK AI Security 
Institute

• AI Security Hackathon 
at The National Cyber 
Security Centre

• Representing AI Security 
for National Academies

• Co-organized Hackers on 
the Hill for Congressional 
staffers

• Representing AI Safety at 
APEC Summit in front of South 
Korean President, Japanese 
PM

• Partnering with the Japanese 
Government on AI safety 
proposal

74BRKSEC-1554
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New Standards for AI Security

75

LLM01 Prompt Injection Reconnaissance

Resource Development

Privilege Escalation

Initial Access

ML Model Access

Execution

Persistence

Impact

Exfiltration

ML Attack Staging

Collection

Discovery

Credential Access

Defense Evasion

LLM02 Sensitive Information 
Disclosure

LLM03 Supply Chain

LLM04 Model Denial 
 of Service

LLM05 Improper Output 
Handling

LLM06 Excessive Agency

LLM07 System Prompt 
Leakage

LLM08 Vector and Embedding 
Weaknesses

LLM09 Misinformation

LLM10 Unbounded 
Consumption
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LLM02:2025 – Sensitive 
Information Disclosure

AML.T0057 - LLM Data Leakage

AML.T0048 - 
External Harms

Align 
Threats

Expand + 
Augment 
Threats

AI Security Taxonomy 

Importance of the AI Security Taxonomy
Drive alignment and expansion of Standards threat 
definitions to fit customer and product needs.

76

Standards AI Security Taxonomy AI Defense - AI Runtime guardrails

Enrich threats with intent & content categories
(e.g. Hate Speech, Health and Medicine, etc.)

Reputational, User

PII

PCI 

PHI 

Hate Speech

Off-Topic

Reputational, Societal, 
Financial, User
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AI Security Risks

There is a need for MLSecOps

• Traditional cybersecurity solutions are 
insufficient to address AI security risks

• Adopt purpose-built AI security 
solutions

• MLSecOps integrates security into ML 
workflows, similar to DevSecOps in 
traditional software CI/CD pipelines
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AI Security Risks

Mitigating risks across the AI lifecycle

Development Production

1

Test for supply chain 
security risks 

2

4

5

Test models & apps for 
vulnerabilities

Enforce guardrails to 
safeguard AI apps

Re-test the model & app
for new vulnerabilities

Fit custom guardrails to 
each model

Fit new guardrails to 
mitigate new risks

3
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Enterprise AI security is a 
monumental challenge
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What makes enterprise AI 
security difficult?

Rapid Evolution

As AI continues to evolve at 
a breakneck pace, so too 
does the AI security and 
regulatory landscape.

Effective AI security 
requires communication 
across AI, security, GRC, 
legal, and other teams.

Disparate Teams

Manual validation and 
protection for AI is both 
expensive and extremely 
resource intensive.

Cost Intensive

Even with unprecedented 
attention on AI technology, 
AI safety and security 
expertise is hard to find.

Lack of Expertise
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Cisco AI Defense

A three-step framework for
developing secure AI applications

Discovery

Uncover AI assets including models, 
agents, and datasets

Detection

Test for AI risk, vulnerabilities, and
susceptibility to attack

Protection

Define guardrails that secure data and
defend against runtime threats
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The AI Defense Solution – Securing AI Apps
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End User

Model
Providers

Custom
AI Apps

Connected
Data Sources

Cisco AI Defense

Discover: Inventory AI Assets

Detect: Vulnerability Testing

Protect: Guardrails & Enforcement

Cisco AI Threat Research Labs

DEVELOPING 
AI APPS
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AI Defense demo 
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Employees

The AI Defense Solution – Securing Shadow AI

SSE or Firewall or Web Proxy

Input Guardrails
Prompt Injection

PII, PHI, PCI
Off-Topic

---

Output Guardrails
Code Detection

Hate Speech
Specialized Advice

---

Enterprise Network Traffic

✓    X

✓    X

1,200+ Third-Party AI Apps

Access 
Control

AI Guardrails

Multimode 
DLP

Cloud Malware 
Detection

Zero-Trust 
Proxy
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Cisco Secure Access: SSE that truly understands AI
It doesn't just see patterns. It understands intent.

89

Intelligent Protection
• Pattern-less PII/PHI/PCI detection

• Prevention of sophisticated attacks 
(OWASP LLM / MITRE ATLAS) 
e.g., prompt injection

• Intent-based toxicity detection

Zero-Friction Security
• Built into Secure Access* 

• Single unified policy framework

• No additional infrastructure

1
Unified Security 

Framework

100%
Top 16 AI Apps Coverage

1200+
AI Applications Coverage

(*) included in Secure Access Advantage
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Shadow AI Security with Cisco Secure Access Demo
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The AI Defense Solution

Cisco AI Threat Research Labs

Cisco 
Security Cloud Enforcement Points

Multicloud Defense Gateways

Secure Access AI Guardrails

End User

Employee

Model
Providers

Custom
AI Apps

Connected
Data Sources

AI 
APPLICATION 

SECURITY

Third-party
Apps

Copilot

Multicloud Defense Cisco AI Defense

AI Defense Gateway

AI Defense API

Multicloud Defense Cloud Visibility

Secure Access

AI Model & Application Validation

AI Runtime Protection

AI Access

Cisco AI Defense

AI Cloud Visibility

SHADOW AI
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Cisco AI Threat Research

Evaluating Security 
Risk in DeepSeek and 
Other Frontier 
Reasoning Models
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Team of leading Cisco AI security researchers and engineers dedicated 
to bleeding-edge AI technology to empower cybersecurity applications.

Initial projects:

• Foundation-sec-8b: our first open-source security model

• Novel benchmarks for evaluating cybersecurity models

• AI supply chain risk management and intelligence

Model CTI-MQA CTI-RCM

Foundation-sec-8b 67.39 75.26

Llama-3-8b 64.14 66.43

Llama-3 70B 68.23 72.66

benchmark
 (higher is better)

Cisco open-source innovation - AI model for SecOps/SoC

Use Cases

• SOC Acceleration

• Proactive Threat Defense

• Engineering Enablement
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What have we Learned?

• Essential components of MLOps Pipeline

• How an AI based app is built

• Existing risks in applications are amplified by LLMs

• Specific techniques to compromise AI

• MLSecOps helps in having a better Security Hygiene around MLOps

• Cisco is innovating in AI infra and security as well as AI usage across portfolio

• Cisco AI Defense - inventory, red team and provide guardrails for AI apps

• Cisco AI Access – secure user interactions with Shadow AI apps

• Cisco Foundational Model for SoC
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References

• MLOps book (https://www.databricks.com/sites/default/files/2024-06/2023-10-EB-Big-Book-of-
MLOps-2nd-Edition.pdf)

• LangChain (https://www.langchain.com/)

• Mitre Framework (https://atlas.mitre.org/studies/)

• LLM Poisoning (https://arstechnica.com/information-technology/2024/01/ai-poisoning-could-turn-
open-models-into-destructive-sleeper-agents-says-anthropic/)

• Fine-Tuning (https://huggingface.co/docs/diffusers/en/training/lora)

• Building LangChain App (https://python.langchain.com/docs/tutorials/llm_chain/)
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Earn up to 800 points 
by completing all 
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leaderboard. 

Level up and earn 
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Events app.

Complete a minimum of 
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the Overall Event 
Survey to claim a Cisco 
Live T-Shirt.

Complete your session evaluations
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Book your one-on-one 
Meet the Expert 
meeting

Attend the interactive 
education with Capture 
the Flag, and Walk-in 
Labs

Visit the On-Demand 
Library for more 
sessions at 
www.CiscoLive.com/
on-demand

Visit the Cisco Stand for 
related demos

Continue your education

Contact me at: Insert preferred comms method
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