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Session outcome

Cloud for Campus Cloud for Campus

“Know what is now possible with Cloud for Campus”

Turn a question mark into an exclamation point.
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Trends that have implications for your network

Future of work is hybrid
Wireless everywhere |  Consistent 
experience | Intelligent buildings | 
Sustainability

Future of apps is distributed 
Internet is the new core |  SASE model 
for access | End-to-end visibility | 
Edge services

Future of security is borderless
Zero trust | Cloud-based security | 
Segmentation

Future of operations is AIOps
ML/AI-driven observability and 
automation | Integration with IT, 
SecOps, DevOps

Easy to buy | Easy to deploy | Easy to use

BRKENS-2601
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Network 
Environment 

Infrastructure 
Management

IT Management 
Spectrum

Technical 
Capabilities

Key factors 
Influencing your network management platform selection

Self-ManagementOn-Premises

Cloud Enabled Managed Service

Versatile

Simplified

Dependency on IT 
Expertise

Lean IT/No IT

BRKENS-2601
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Campus
East

Cisco ISE

Cisco CC

Campus
West (SD)Access

Enterprise Campus

IOT

Wireless 
Controllers

 Data Center 
or Services Area

Cisco ACI 
Shared 

Services
Cisco 

vManage

Cisco FTD

Branch

Branch

Metro

Evolving complexity and growth in the enterprise networks 

Internet

CDO

Cisco Meraki

Wireless
Access Points
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The shift to unified network management platforms

Traditional way of management

• Cisco IOS XE software Command-Line Interface

• Graphical User Interface (GUI) for Switches

• Simple Network Management Protocol (SNMP)

Network management tool 

• Unified device management from a single dashboard

• Real-time performance analytics and reporting

• Automated configuration backups and firmware updates

• Advanced security features for threat detection and mitigation

BRKENS-2601



Why haven’t we used cloud for 
campus before?
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Programmability mountain

Software Defined Networking (SDN) has been around for over 15 years. 

So why aren’t we all doing it?

Software

Defined

Networking

BRKENS-2601
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Programmability: the path to cloud

Yang

Programmability

API

I want to 
configure 

VLAN20 on 
Gig1/0/1

BRKENS-2601
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Programmability: the Yang evolution
75% increase Yang
117% increase Oper

BRKENS-2601
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IOS-XE version 17.15 YANG summary

Many additional YANG models added 17.15+ to enable cloud & on-prem controller use cases.
For example:

including features and use cases related to:
• RESET button management
• Uplink Autoconfig
• Config Updater
• RPC for port bounce
• Model to invoke (via RPC) Blinking of LEDs
• LED Management
• SYSLOG
• LSP (Local Status Page)
• Layer-2 oper models 
• MTR
• Ping
• Tracert
• Wake on LAN (WOL)
• Dashboard Throughput test
• New HTTP endpoint for CSRF token from NGINX
• TDL read-only for shard access
• Support IPv6 when configuring 'flow file-export’
• nginx web server listen in VRF_GLOBAL
• Limit the number of required TDL websocket exec contexts to one
• Show romvar switch all | sec MODEL_NUM
• Cisco-IOS-XE-poe-oper
• Cisco-IOS-XE-cdp-oper

• Cisco-IOS-XE-lldp-oper
• Show running-config | inc tlv-list
• Show etherchannel summary | inc LACP
• Copy running-config startup-config
• Install {add|remove|activate}
• Cisco-IOS-XE-environment-oper
• Add EEE capability and operational status
• File-based telemetry
• Cisco-IOS-XE-flow
• Cloud Connectivity Health & Management

Cloud XE
17.15

BRKENS-2601
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Building on simplified cloud management with IOS-XE

Unified Cloud PlatformIndustry Leading Enterprise Switching Portfolio +

C9200/L

Cisco Meraki Dashboard

One unified OS for 
cloud and on-prem

Options for migration or 
Day 0 cloud management

Cloud simplicity with 
advanced IOS XE features

C9300/L/X/LM

C9200CX C9500H1 C9350 Smart Switches

C9610 Smart Switches2

1Current support for C9500-48Y4C, C9500-24Y4C, C9500-32C and C9500-32QC (not currently C9500X) 
2Support for C9610 is expected in a future release

BRKENS-2601
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Maintain operational flexibility with cloud management

Configurations are performed in the cloud and 
managed using the dashboard UI

U N L O C K  F U L L  C L O U D  S I M P L I C I T Y

F L E X I B L E  O P T I O N S  F O R  M A N A G I N G  Y O U R  D E V I C E S  F R O M  T H E  C L O U D

Configuration Source: DeviceConfiguration Source: Cloud

Configurations are managed via traditional methods 
and performed local to the device

R E T A I N  A D V A N C E D  C O N T R O L  

BRKENS-2601
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The full cloud experience with 
management and configurations 
performed in the cloud

• Support for automated ‘show’ CLI 
commands for advanced troubleshooting

• Leverage the intuitive user interface to build 
configurations that are performed directly 
from the Meraki cloud at scale. 

9200/9200L/9200CX/9300/9500H as of 17.18.1

Configuration source: cloud

Not currently supported on C9500X
BRKENS-2601
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Cloud scale visibility with 
localized configurations and 
the full IOS XE feature set

• Non-destructive onboarding preserves 
configurations, which are managed and 
performed local to the device via traditional 
methods. 

• CLI read/write feature-set supported in 
dashboard

• Optional configuration back up in the cloud. 

9200/9200L/9200CX/9300/9500H as of 17.18.1

Configuration source: device

Not currently supported on C9500XBRKENS-2601
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Combined with advanced features powered by IOS-XE

What’s 
New

Cloud CLI Expanded Support High AvailabilityAdvanced Routing

Access an 
embedded cloud 
terminal within the 
Meraki dashboard.

Support for new 
hardware models and 
expanded support for 
cloud features. 

Advanced capabilities 
like BGP and VRF are 
now supported in the 
cloud dashboard

In-Service Software 
Upgrades, Virtual 
Stacking for C9500, 
and more. 

IOS XE 17.18.1 (beta) brings advanced capabilities to the cloud through the introduction of 
advanced routing and high availability features. Additional cloud expansion features deliver 
value to enterprise customers through the introduction of simplified support for 
troubleshooting, monitoring, and configuration management tasks. 

GA: IOS XE 17.15.4 Beta: IOS XE 17.18.1

BRKENS-2601
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Simplify Operations by Eliminating STP, FHRP and Multiple Touch-Points

Minimizes Convergence with Sub-second Stateful and Graceful Recovery (SSO/NSF)

Double Bandwidth & Reduce Latency with Active-Active Multi-chassis EtherChannel (MEC)

StackWise Virtual topology comparisons 

Traditional

Access Switch

LACP
 or PAGP

STP or
MST

HSRP or
VRRP

Access Switch
Stack

SV - Physical 

LACP or
PAGP

SVL

Access Switch Access Switch
Stack

SV- Logical

Access Switch 
Stack

Access Switch

MEC

Benefits of StackWise Virtual

BRKENS-2601
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Introducing support for StackWise Virtual from the cloud

Maintain HA with support stateful 
switch failover (SSO) by ensuring 
minimal downtime during failures or 
maintenance

Lower the risk associated with a looped 
topology while reducing operational 
failure points

Simplify configuration management by 
presenting two physical switches as 
one logical entity

Beta: IOS XE 17.18.1BRKENS-2601
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Introducing In-Service Software Upgrades from the cloud

Deploy new services and features 
faster with remote execution

Minimize network disruptions and 
downtimes with simplified scheduling 

ISSU allows users to upgrade switch 
stacks while the network continues to 
forward packets

ISSU can 

ISSU introduced with 17.18.1 (beta)

Only for C9500H 
currently

BRKENS-2601
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Cisco Catalyst 9500 ISSU workflow refresher

1. ISSU started; image is expanded on 
active and standby supervisors

Upgrade 
start

#install 
add

V1 S1

V1 S2

Active

Standby

2. Standby reloads with the 
new V2 image

V2

V2

S1

S2

Standby

Active

3. Auto-switchover causes S2 to 
become the new active and S1 
reloads with the new V2 image

V1 V2

5. ISSU
complete

V2 S1

V2 S2 Active

Standby

V1 S1

V2 S2 Standby

Active

3. # install activate <> issu

4. ‘Commit’ keyword 
stops the abort 
timer 

#install commit

Abort timer 
stopped 

Abort
timer 
starts

Abort timer 
expired

Expired abort timer will 
revert to Step 2 and 

then Step 1

Upgrade 
complete

BRKENS-2601
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Introducing Rapid Per-VLAN STP+ from the cloud

Critical for maintaining stable L2 
topologies in dense campus deployments

Allows efficient load balancing across 
multiple different VLANs

RPVST+ provides faster convergence to 
minimize downtime and ensure 
resilience in dynamic environments 

Beta: IOS XE 17.18.1BRKENS-2601
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Introducing Border Gateway Protocol from the cloud

Support for full API programmability and 
open compatibility with third-party 
vendors

Flexible configurations including per 
switch and peer-group templates, plus 
support for common policy objects 

Multiple configuration options including full 
stack dynamic routing (SD-WAN + LAN) 
and simplified iBGP/eBGP routing

Supported Hardware: C9500, C9300X, C9300, C9300L, C9300LM, C9200CX, MS390

Beta: IOS XE 17.18.1
BRKENS-2601
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Introducing VRF deployment from the cloud

Simplify network management by 
eliminating the need for ACLs on 
every SVI and reducing oversized 
route tables

Strengthen security with scalable 
macro-segmentation, limiting 
lateral movement of threats

Easily create isolated route 
domains without additional 
hardware and enhance fault 
isolation

Beta: IOS XE 17.18.1BRKENS-2601
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VRF structure within Dashboard

Defined at the Organisation

Implemented at the Network

Building block for complex topologies

BRKENS-2601
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Introducing Routed Ports from the cloud

Minimise VLAN ID consumption 
while joining separate networks

Routed peer to peer links including 
east/west and north/south traffic

Reduce convergence time while 
simplifying network management

New port icon

Beta: IOS XE 17.18.1

Reduce fault domains for 
Layer2/STP

BRKENS-2601
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Why do we need micro-segmentation?

A common policy framework should help

minimize exposure in 
an organisation

provide multi-tenancy 
in a secure way

maintain compliance 
and pass security 

audits

quarantine malicious 
or compromised 

devices

implement a zero-
trust framework

BRKENS-2601
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Adaptive policy

Context shared over the data-plane

Utilizing inline Security Group Tags (SGTs)

Organization-Wide intent-based policy

IP and topology agnostic security providing 
consistent policy for wired and wireless access 

BRKENS-2601
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What are SGTs?

M
10.0.0.5
SGT=4 

Employees

Packet

Dest MAC Src MAC 802.1Q PAYLOADETYPE

CMD 
EtherType

Version Length Next HeaderCMD options

CMD

SGT

SGT = Scalable Group Tags, aka Secure Group Tags)

BRKENS-2601
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Scalable identity and context

M
10.0.0.5
SGT=4 

Employees

This Packet 
is from an 
Employee

Packet

Sharing security group information over the data plane, in every packet.

IPCMD
SGT = 4 IPCMD

SGT = 4

BRKENS-2601
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Classification techniques

IP to SGT

Static Port 
Assignment

Static SSID 
Assignment

VLAN to SGT

Group Policy 
+ SGT 

Assignment

RADIUS Assignment
RADIUS 

Assignment
BRKENS-2601
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One consistent policy

Define groups for your network. 
Infrastructure (2) and Unknown (0) are added automatically.

BRKENS-2601
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One consistent policy

Create any custom ACL’s to define specific access beyond allow/deny.

BRKENS-2601
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One consistent policy

For each source group, 
define the destination group 
and the access that is 
allowed.

If there is no SGT policy, the 
default behaviour is to allow-
all.

BRKENS-2601
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SGT port assignment

Switchports can be 
configured with a static SGT 
group directly.

BRKENS-2601
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SGT via any RADIUS server for wired port

Switch ports connecting to 
intelligent devices that can 
run a 802.1X stack can be 
configured for authentication 
and dynamic SGT assignment 
based on identity.

BRKENS-2601
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SGT assigned to SSID

Guest SSID that don’t 
have 802.1X enabled 
can simply be 
assigned a common 
SGT for all devices.

BRKENS-2601
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SGT via any RADIUS server for wireless SSID

Wireless SSIDs can also be 
configured with WPA2/3 
Enterprise with RADIUS 
authentication for dynamic 
SGT assignment.

This can work well too with 
CoA and posture. A client 
that needs to be quarantined 
can have its SGT modified.

BRKENS-2601
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SGT via any RADIUS server

The SGT AV-Pair is:
cisco-av-pair:cts:security-group-tag={SGT value in HEX}-{revision number}

Must be hex of 
SGT decimal value

Can be as simple as 
00

An SGT is just a RADIUS av-pair that is sent to the 
network device in the Access-Accept message

= 4000

BRKENS-2601
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Adaptive Policy with full API access

BRKENS-2601
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Fully integrated and common policy

Cisco SGT-Based Security Domain
SGT Trust

Meraki Adaptive Policy Domain

ISE

Cloud Campus Adaptive Policy integrates into Cisco’s common policy framework.

BRKENS-2601
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Scaling considerations

60 x SGTs

3600 Policies

113 ACEs Per Policy

8000 IP to SGT Maps



Cloud managed campus fabric
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Cloud-managed campus fabric overview

Multi-Network Cloud-Managed 
EVPN-VXLAN Fabric

Focused on brownfield migration

Securing the network with 
Adaptive Policy

Flexible deployment and staging 

Optimised L2 extension

Day-2 Operational Assurance

M

L2 Access
BL L L L

B B

SS SS

BRKENS-2601
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Why cloud managed Campus Fabric?

M

L2 Access
BL L L L

B B

SS SS

• Scalability
• Mobility
• Security
• Reachability

Fabric creates a single logical system
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Cloud optimised campus fabric

Focus on 
brownfield with 

seamless 
migration

Leverage Existing 
Hardware Where 

Possible 
(390/9300/9500)

Optimized L2  
mobility through 

Anycast Gateways

Adaptive Policy
For micro-

segmentation and 
ZTNA

Standards-based 
BGP-EVPN Fabric

Cisco SD - WAN

L2L2

Fabric

topology A

(main campus)

Fabric 
Spine/Border 

leaf 

Fabric Leaf/s

Fusion 
Router/Firewall 

L2L2

Fabric

topology B

(remote campus)

Fabric 
Spine/Border 

leaf 

Fabric Leaf/s

Fusion 
Router/Firewall 

BRKENS-2601
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Provides multiple 
default gateways 

across the fabric to 
emulate Layer-2 VLAN

Fabric roles and model support

Border
• Routing into and out of the 

fabric

• eBGP / OSPF / Static Routing

• Example: northbound peering 
to a firewall for internet 
connectivity

B

Spine (RR)
• BGP Route Reflector (RR) and 

high bandwidth aggregation

• Provides Leaf interconnectivity

• Example: Core/Distribution in a 
3-tier topology

S

Leaf (VTEP)
• Virtual Tunnel End Points 

(VTEP)

• Default Anycast Gateway Host

• BGP Route-reflector client

• Example: Distribution/access in 
a 3-tier topology

L

Need this to get out of 
the fabric.

Connect the leaf nodes 
together

BRKENS-2601
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Fabric roles and model support

Campus fabric supports assigning one or multiple roles to a switch 
Common combinations of roles are:

1. Border-Spine: Topologies that would historically have a collapsed core + distribution 
(e.g. Layer3 + Fiber aggregation / Layer2 handoff)

2. Border-Leaf: topologies where external route peering occurs along-side direct client connectivity 
(e.g. lab network, research, vendor)

Role

Model Border Spine Leaf

9500H

9300X

9300 / MS390

9300L / LM (MVP+)

Border

B

Spine (RR)

S

Leaf (VTEP)

L

All 3 roles must be present in a 
topology to deploy the fabric.

BRKENS-2601
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VXLAN 
Tunnels 
provides 
overlay 

between 
fabric nodes

What is a BGP EVPN-VXLAN fabric?

Wired Client VLAN 120

Wireless Client VLAN 130

S S

L L L L

B

BGP Route-
reflectors

eBGP/OSPF/Static routes

L3 Gateways

BGP Control Plane

Distributed anycast 
gateway for IP mobility

Common Layer2 south of 
the anycast gateway

Connectivity out of fabric

BRKENS-2601
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Layer2

Distribution

Example fabric topology: A

Fabric Edge at Distribution Layer
Fabric starting at the distribution
MVP deployment model for multi-network campus
Layer2 between access and distribution

M

External 
Network

e.g. research/Lab/ 
Vendor

L3 Peering

L3 Peering

Layer2 Access

BL L L L

B B

SS SS

Core

BRKENS-2601



© 2025 Cisco and/or its affiliates. All rights reserved.

Layer2

Distribution

Example fabric topology: B

Fabric Edge at Distribution Layer + Border/Spine 
Core
Fabric starting at the distribution
Collapsed Core provides Border and Spine role
Layer2 between access and distribution

M

External 
Network

e.g. research/Lab/ 
Vendor

L3 Peering

L3 Peering

Access

BL L L L

B BSS SS

Core

BRKENS-2601
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Layer3

Distribution

Core

Example fabric topology: C

Fabric Edge at Access Layer
Fabric starting at access
MVP for smaller topologies <=16 access layer leaf’s
Layer3 between Access and Distribution layer

M

L2 AccessExternal 
Network

e.g. research/Lab/ 
Vendor

L3 Peering

L3 Peering

BL L L L

B B

SS SS

BRKENS-2601
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Layer3

Example fabric topology: D

M

L3 Peering

L2 AccessExternal 
Network

e.g.research/Lab/ 
Vendor

L3 Peering

BL L L L

SBS SBS

Fabric Edge at Access Layer + Collapsed Core
Fabric starting at the Access Layer
Collapsed Core/Distribution provides Border and Spine role
Layer3 between Access and Core

Core
Distribution 

BRKENS-2601
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Underlay network requirements & recommendations

OSPF 
(automated)

SBS

BL L LL

Manual/Static
SBS

BL L LL

Multicast
SBS

BL L LL

• Reduce trunks to only necessary VLANs prior to migration
• Move to R-PVST+ for less impact to STP topology changes
• Target routed ports for any new leaf installations
• Post-deployment operate in brownfield underlay 

architecture (L2 SVI based) until segments are migrated 
then convert to routed uplinks between Leaf/Spine/Border

Easy

Moderate (MVP+)

Fabric Pre-deployment network recommendations eBGP

BRKENS-2601
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For more information

A Client Perspective on 
Wireless Network Design 
for Demanding 
Applications 

BRKENS-1402: Designing Access 
and Core Switching Architectures 
with Meraki.

Brennan Martin
Nico Darrow

Enter your personal notes here

BRKENS-2601BRKENS-2601
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Wireless in a Cloud Campus
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Inter-floor roaming in a multi-floor building

Floor6

Floor5

Floor4

Floor3

Floor2

Floor1
A

tr
iu

m
In

te
rn

a
l 
S

ta
ir
s

Window Roam

Void Roam

• Clients determine when and where to roam.

• Windows, atriums and internal stairs can result in inter-floor roams.

• VLAN/subnet allocated per floor due to building size can result in an IP change.

• Clients can perceive this as poor wireless.

BRKENS-2601
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Inter-building roaming in a campus

Campus buildings can be very close to each other.

Example:

• Camperdown Campus in Sydney

• Madsen building (F09) 

• 13.5 mtrs from Chemistry Building (F11)

• 7.0 mtrs from Michael Spence Building (F23)

• With same SSID, roaming is very likely between 
buildings

13.5 mtrs

7.0 mtrs

BRKENS-2601



© 2025 Cisco and/or its affiliates. All rights reserved.

Roaming in a campus

Seamless Roaming:

• Need to keep IP address (and policy) 
across APs

• Same client VLAN/subnet on wired side

Design Questions:

• Can I span the VLAN? 

• What would be the implications?

Campus network

Seamless roaming
within the same subnet

NO seamless roaming
Same SSID, VLAN change

VLAN/Subnet X VLAN/Subnet Y

Seamless roaming
within the same subnet

BRKENS-2601
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Seamless roaming capacity planning

Distribution Layer

9300 switch supports 32,000 ARP entries

One device uses 1 x IPv4 + 3 x IPv6 = 4 entries

Assume 40 clients per AP

32,000/4 = 8,000 devices

8000 devices / 40 per AP = 200 APs

Campus network

Seamless roaming
within the same subnet

NO seamless roaming
Same SSID, VLAN change

VLAN/Subnet X VLAN/Subnet Y

Seamless roaming
within the same subnet

Access Layer

9200L switch supports 16,000 MAC entries

16,000 devices / 40 per AP = 400 APs

Access

Distribution

BRKENS-2601
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Option1: VLANs

How can you create the L2 overlay?

• Spanning VLAN 

• Need to consider the type of layer 2 and 
Layer 3 switches and their MAC/ARP 
tables size, the impact of spanning tree 
(SPT), the DHCP scope design, etc.

• How big can be the L2 broadcast 
domain? 200 APs, 8k clients as a 
reference

• To scale you need seamless roaming 
across L3 boundaries > L3 roaming

• Can simply just add VLAN to AP trunk

Campus network

Seamless roaming
within the same subnet

Seamless roaming
within the same subnet

VLAN/Subnet x

Seamless roaming
within the same subnet

Layer2 VLAN + Trunks + STP

Easy to deploy but there are scalability and performance 
considerations.

Layer2 – AP Mgmt VLAN

Fast Roam OKC/PMK/802.11r

Seamless Roam
BRKENS-2601
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Option2: Distributed layer 3 roaming (DL3R)

What can DL3R provide?

• AP management  VLAN defines the fast-
roaming boundary

• Client VLANs can be Layer3 separated

• Client will be tunneled back to anchor 
AP to keep their IP and roam is seamless

• Lack of 802.11r is a limiting factor

Campus network

Seamless roaming
within the same subnet

Seamless roaming
within the same subnet

VLAN/Subnet x

Seamless roaming
within the same subnet

Solves the seamless roaming problem but no 802.11r support (at 
scale).

Fast roam OKC/PMK

Seamless roam

Fast roam OKC/PMK

Layer3
Layer2 – Client VLAN

Layer2 – AP Mgmt. VLAN Layer2 – AP Mgmt. VLAN

Layer2 – Client VLAN

VLAN/Subnet Y
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Option3: Fabric

What can a Fabric provide?

• Supports 802.11r Fast Roaming across 
Layer3 boundaries

• 1,000 AP limit per Meraki Network

• Enable Broadcast, Unknowns and 
Multicast (BUM) on Management VLAN 
which limits max AP to 200-300 AP per 
fast roaming domain

• Disable Broadcast, Unknown and 
Multicast on client VLAN

• <100ms latency will be introduced which 
is acceptable for video

Campus network

Seamless roaming
within the same subnet

Seamless roaming
within the same subnet

VLAN/Subnet x

Seamless roaming
within the same subnet

Solves the seamless roaming and Fast Roaming with 802.11r but can 
introduce a little more latency (<100ms) due to Fabric.

Fast Roam OKC/PMK/802.11r

Seamless roam

Layer2 – Client VLAN (No BUM)

Layer2 – AP Mgmt. VLAN (BUM enabled)

Fabric (Layer3 Underlay)

Recommended for campus sites <1,000 APs
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BUM

Distributed wireless in fabric
Fabric support for distributed wireless 

• Fast Roaming Database: APs maintain a roaming 
database within the management Layer 2 
segment. 

• Fast Roaming Requirements:

1. Use broadcast flooding (DAG + BUM 
replication) on management VLAN for 
seamless roaming.

2. PMK - Fast roam back to same AP

3. OKC - non-standard Windows + Android

4. Disable Dynamic Layer3 Roaming and 
enable 802.11r for Apple + Android

5. Fabric roaming latency target < 100ms

Wireless MGMT 
VLAN 130 

BUM

BL L L L

B B

SS SS

Wireless Client VLAN 
120

Wireless Client VLAN 
120

Wireless Client VLAN 
120

Wireless Client VLAN 
120BUM BUM

Fast Roaming = Clients roaming 
quickly enough to support real time 
applications e.g. VoIP or Video

BUM: Broadcast, Unknown and Multicast

DAG: Default Anycast Gateway
BRKENS-2601
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Distributed wireless in fabric
Fabric support for distributed wireless 

• Large Environments: For many wireless clients, 
use anycast gateways and disable BUM traffic 
replication for wireless client segments.

• Fast-Roaming Database: APs maintain a roaming 
database within the management Layer 2 
segment.

• Client Association/Roaming: When a client 
associates or roams, APs send "magic-ARP" 
packets to speed up endpoint discovery 
upstream.

• SGT Propagation: Security Group Tag (SGT/CMD) 
propagation to Layer 2 and forwarding over 
VXLAN (GPO) is performed inline by default.

Wireless MGMT 
VLAN 130 

BUM

BL L L L

B B

SS SS

Wireless Client VLAN 
120

Wireless Client VLAN 
120

Wireless Client VLAN 
120

Wireless Client VLAN 
120BUM BUM

BUM: Broadcast, Unknown and Multicast

DAG: Default Anycast GatewayBRKENS-2601
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Distributed wireless in fabric
Fabric support for distributed wireless 

Disabling BUM replication on the client 
subnet will maintain L2 mobility in the 
topology and increase scaling by:

• Limiting impacts to wireless OTA 
performance in chatty TTL=1 Multicast 
/ broadcast packet replication

• Reducing unnecessary downstream 
MAC learning and BUM processing

Wireless MGMT 
VLAN 130 

BUM replication

BL L L L

B B

SS SS

Wireless Client 
VLAN 120

Wireless Client 
VLAN 120

Wireless Client 
VLAN 120

Wireless Client 
VLAN 120

BUM BUM BUM

Why disable BUM replication on Wireless Client Segments?

BRKENS-2601
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Campus network

VLAN/Subnet Y

Option4: Campus gateway

What can a Campus Gateway provide?

• Bigger scale for a large campus

• Supports 50k clients and 5k AP

• Seamless roaming + Fast roaming

• mDNS Gateway

• AAA proxy

• Bridge and tunnel SSID

Seamless roaming
within the same subnet

Seamless roaming
within the same subnet

VLAN/Subnet x

Seamless roaming
within the same subnet

L2 Client Network overlay 

CG

Provides both seamless and fast roaming with 802.11r with its own fabric. 

Fast roam OKC/PMK/802.11r

Seamless roam

Recommended for large campus sites <5,000 APs
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Who should you consider a Campus Gateway?

Services 
@scale

• Roaming across L3 boundaries
• Fast Roaming across a large domain (> 200/300 APs)
• mDNS Gateway function

Wired Network
Design

• Want to simplify VLAN/Subnet design at the access layer
• Want to simplify DHCP scope design
• Don’t want to touch the underlay wired design

Policy
• Single policy (QoS, ACL, etc.) enforcement point for wireless traffic
• Single NAS to be configured in AAA server
• Simple way to handle BUM traffic

Performance 
• Optimized for North-South traffic
• Centralized aggregator is not a bottleneck
• No latency impact for the “trombone” network effect

BRKENS-2601
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CG wireless in fabric
Campus Gateway Wireless Concentration

Fabric with centralized wireless
• Moves the endpoint’s point of presence outside of 

the fabric
• The CG should be connected to a device that can 

support the endpoint count 
• SGT propagation will carry SGT into and out of the 

fabric from wireless endpoints

Wireless MGMT 
VLAN 130 

Wireless MGMT 
VLAN 130 

Wireless MGMT 
VLAN 130 

Wireless MGMT 
VLAN 130 

BL L L L

B B

SS SS

L3 

Peering

CG

VXLAN

Wireless client 
VLANs

Why use the campus gateway?
• Higher scale for campus wireless 

Seamless roaming 
• Simplification of AP northbound 

switchport configurations

BRKENS-2601
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For more information
A Client Perspective on 
Wireless Network Design 
for Demanding 
Applications 

BRKEWN-2046: Design and 
Deploy Cisco Cloud Managed 
Enterprise Wireless Networks

Simone Arena

Enter your personal notes here

BRKENS-2601
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What about tunneled mode with MX?

For each SSID on an AP it consumes one VPN tunnel
Many customers use 3+ SSID

Not recommended for large campus 
deployments

BRKENS-2601
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Campus wireless roaming options

DL3RVLAN Fabric CG

• Layer2 roams only

• Can use AP trunks 
for Layer2 roams

• STP convergence 
can be long

• Backup link blocking

• Large fault domain

• CAM/ARP limitation 
on the switch

• 802.11r – 50ms

• Same AP 
management 
VLAN required

• Layer3 roaming 

• No 802.11r

• Only OKC* + PMK 
(roam back) fast 
roams 

• Slower roams due 
to RADIUS Auth 
latency (400ms+)

• Management VLAN 
required per fast 
roam domain

• 802.11r – 50ms

• Seamless roaming

• Fast roaming per < 
200-300 AP

• Roaming latency 
<100ms 

• 1,000 AP per 
network limit 

• No AP Management 
VLAN restrictions

• 802.11r  - 50ms

• 5,000 AP 

• Seamless roaming

• Fast Roaming

*OKC limited support (mainly Windows + Android)

BRKENS-2601



Campus cloud architecture 
summary



© 2025 Cisco and/or its affiliates. All rights reserved.

Core

Cloud campus architecture

M

L3 Peering

L3 Peering

BL L L L

B B

SS SS

IOS-XE in 
cloud

Adaptive 
Policy

StackWise
Virtual

Fabric

PV-STP+

ISSU

Routed 
ports

VRFs

Wireless
mobility at 

scale

Campus Gateway

Full automation with a cloud management platform.

BGP

BRKENS-2601
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Campus features now available on cloud

High Availability: ISSU, StackWise Virtual, RPVST+ 

Catalyst IOS-XE in Cloud

Routing: OSPF/BGP, VRF, Routed Ports

Security: Adaptive Policy (micro), Campus Fabric 
(macro)

Wireless Mobility: Campus Gateway

P
la

tf
o
rm

s

Cloud Campus

Campus

F
e
a
tu

re
s
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Earn up to 800 points 
by completing all 
surveys and climb the 
Cisco Live Challenge 
leaderboard. 

Level up and earn 
exclusive prizes!

Complete your surveys 
in the Cisco Live 
Events app.

Complete a minimum of 
4 session surveys and 
the Overall Event 
Survey to claim a Cisco 
Live T-Shirt.

Complete your session evaluations
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Book your one-on-one 
Meet the Expert 
meeting

Attend the interactive 
education with Capture 
the Flag, and Walk-in 
Labs

Visit the On-Demand 
Library for more 
sessions at 
www.CiscoLive.com/
on-demand

Visit the Cisco Stand for 
related demos

Continue your education

BRKENS-2601
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Cloud-managed Enterprise Switching

High-Availability

StackWise Virtual (SVL)
ISSU

Rapid PVST+ Enhanced L2 Loop Prevention

Advanced Routing

Routed Ports

BGP

VRF Lite

Loop-free Routed Access

Scalable Macro Segmentation

Flexible, Open Dynamic Routing

IOS XE 17.18.1

C9500 C9200/9300

SVL

ISSU

VRF

RPVST+

Routed Ports

BGP*Sub-second downtime 
firmware upgrades

*BGP supports on C9200CX, MS390, C9300 and C9500
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