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Introduction
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Evolving Network Designs

VXLAN Bridging/Routing Services

Traditional 3-Tier DC Network Design

. VXLAN Flood &
Learn

. VXLAN EVPN

. Separate

vPC and Spanning-Tree

Management
Tools (e.g.
zg;tree(éjation Nexus Fabric
2 Coro Manager)
STP Root | STP 27 Root
vPCinthe | _____/ N VPC ! «  Fabric Controller
Access — (NDFC)

. Automation

. Management

. Visibility

. Multi-Site

«  Security (GPO)

Access - Access

Access

__________________________________
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The Evolution of DC

Network Designs




Customer Use Cases for Data Center Fabrics

-

Traditional 3-Tier j

v Large broadcast/fault domains to support VM mobility

v Potential Suboptimal Forwarding

v' Scale up behavior

v Relies on STP to ensure loop-free topology

v Disjointed Data Center Interconnect (DCI)

© 2025 Cisco and/or its affiliates. All rights reserved.
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VXLAN BGP EVPN
\ /

v Any workload anywhere across L3 boundaries

v Seamless VM Mobility (intra and inter-DC)

v Scale out behavior aligned to DC traffic patterns

v Leverages ECMP for optimal path over L3 network

v Next Gen Data Center Interconnect (DCI)

]
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Data Center Network Challenges

Legacy Architectures

Classic Spanning-Tree

Convergence Time:
STP high convergence time
TCN MAC Flush

STP 2" Root

STP Root "
Dist./ABE | ¢yypp standby

FHRP Active | DiSt-/AgE

e,
<L

[ Access ] [ Access J Access

FabricPath (MAC-in-MAC)

Unused Links:
STP Redundant links in
blocked state

Anycast HSRP

Rigid Network Services:
L4-L7 Services placed at
Distribution Layer

“Spine” = Not Really a Spine

© 2025 Cisco and/or its affiliates. All rights reserved.

vPC and Spanning-Tree

Suboptimal Forwarding:
Path defined by
Root Switch or FHRP Active

i H
STP Root ! i | STP 2" Root
FHRP Active | | Dist./AgE v Dist./Agg IFHRP Standby

OpEx/CapEx:
Expensive to upgrade
Scale up with large Chassis

Limited Scale:
No Control Plane
Limited Workload Mobility

! FHRP Active

BRKDCN-2667 cisco



Leaf-Spine "Fat Tree”
Network Topologies

CISCO Live !
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Key Requirements

Topology Bandwidth Platform Hardware Optics
(Resiliency) (Oversubscription) (Cost) (Cabling)

~ allks (\
== =% (D) —

- g Sustainabilityg -

Define Requirements Designing Solution



Clos Topology

A Leaf and Spine Topology

« Variations and Names of the Same
« 2-Tier
 Fat Tree
* Folded Clos
« 3-Stage Clos
 Butterfly (5-Stage | POD)

Spine

A
\ 4

alfbal ]l
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Clos Topology

A Leaf and Spine Topology
« 3 Stages
o 2 Tiers

© 2025 Cisco and/or its affiliates. All rights reserved.

Advantages
< Spine >
Middle .
Stage L
N N
Ingress Egress
Stage Stage
< Leaf >
]
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Clos Topology

Advantages

A Leaf and Spine Topology
« 3 Stages

o« 2 Tiers

——————— ——— - — - ——— - —\— ———— - [ —

_________________________________________________________________
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Clos Topology

Advantages

Scale Out Architecture
 Adding Spines Results in: - B n n

«—— Scale Out Resiliency ——

* Increased physical path redundancy

-> Greater Resiliency

 Adding Leafs Results in:

* Increased port capacity without
increasing oversubscription ratio(s)

-> More Access Ports e

v

Host Access

A

alfbal ]l
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Clos Topology

Advantages

N"' 1 Redundancy «—— Scale Out Resiliency ——

 Resiliency increases when adding - - —
redundancy to the topology : : :

« Single spine failure
4 spines = 25% impact //
« 8 spines = 12.5% impact
12 spines = 8.3% impact

alfbal ]l
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Clos Topology

A Advantages

Modern Application Needs S M m©

e Every (1) North South connection
requires (8) East West connections

« Application front end (user access)

- Application back end (database,
storage, etc.)

,————  Three Tier Application —— | e | e e | B [
= % s EEE EEE Eﬁ EE EEE EEE

| | v Application East/West
\____ J

User North/South

alfbal ]l
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Clos Topology

Advantages
<— Super Spine —
Top —
A Leaf and Spine Topology Stage
« 5 Stages
o 3 Tiers
e / R
— ) [— A [— A [— 1 [— 1 [—
< Leaf >

alfbal ]l
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Oversubscription

Oversubscription happens when an intermediate network device
(switch) or link doesn't have enough capacity (bandwidth) to allow line
rate communication between the two devices

Oversubscription Ratio
[Number of Downlink Ports * Speed] + [Number of Uplink to Spine * Speed] : 1
Uplink Ports | | | | Oversubscription Ratio
4x100Gbps = 400 Gbps :
\ \
—>|—> 3:1
Downlink Ports —

sax2560ps - 1.270ps —— 846 848 658 BE8 GGE EfE l

]
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The Journey to Build Better and Further

2 Tier Leaf Spine 3 Tier Leaf-Spine-SuperSpine 3 Tier Leaf-Fabric-Spine

alfbal ]l
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Standard Design

2-Tier Leaf Spine

A Perfectly Valid Way

Tends to have “Finite Scale”

 Maximum Chassis Capacity

« Maximum Speed per Port

Many Locations of Redundancy

 Redundant Chassis Components

Condensed Link and Bandwidth Presence
» Aggregated within a Chassis

© 2025 Cisco and/or its affiliates. All rights reserved.

2 Tier Leaf Spine

Use Modular Chassis at Spine
Use Higher Density Linecards
Use Higher Bandwidth per Port

BRKDCN-2667
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Expanding Scale

3-Tier Multi Site

« Avoiding Scale-Up with Another Tier
» Distributed Link and Bandwidth Presence
» Disaggregated Across Tiers

* |ncreases the “Finite Scale”

« No Dependency on Chassis Capacity or Speed
per Port

 Many Locations of Redundancy

 Redundant Chassis Components

* Allows for Cost Optimization

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667

3 Tier Leaf-Spine-SuperSpine

Scale-0Out; Introduce a 3rd Tier
Interconnect multiple 2 Tier “PODs”
Use Modular or Fixed Spine &
SuperSpine

Use High Port Density

Use High Bandwidth per Port
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Increasing Resiliency

Multiplanar Architecture

* Increasing Scale-Out in All Tiers
* Reduce to the Max
« Simple Design Principles
* Increases the “Finite Scale”
« Scale as You Go
» Disaggregated Redundancy
* Flexible Link and Bandwidth Distribution

* Further Opportunity for Cost Optimization

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667

3 Tier Leaf-Fabric-Spine

To Infinity and Beyond

]
cisco



Hardware Deployment

Considerations




Hardware Components

What should | use for Spines? What should | use for Leafs?
Modular or Fixed Chassis 0 0 n 0 Modular or Fixed Chassis

alfbal ]l
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Attributes to Scale

Stage H3 Stage #3

Stage #2

Stage #H4

Stage #1

What you think you Built
2 Tier Leaf and Spine Network (3 Stage)

Spine: Modular Chassis (4 Slot, 8, Slot, 16 Slot)
Leaf: Fixed Switch (single ASIC)

What you really Built
2 Tier Leaf and Spine Network (5 Stage)

Spine: Modular Chassis (4 Slot, 8, Slot, 16 Slot)
Leaf: Fixed Switch (single ASIC)

CCCCC



Optics

Multimode Single Mode
Fiber (MMF) Fiber (SMF)
Optics for Optics for New
Fiber Re-Use Deployment
<100m >100m

Direct Attach Active Optical
Cables (DAC) Cables (AOC)

for Server for Server
Connectivity Connectivity

Cable Assembly Individual Optics
1:1 and Assembly Breakout 1:1 and Panel Breakout

Resiliency Oversubscription Cabling Power

alfbal ]l
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Optics - Cable Management

]
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Optics - Panel Breakout S —

Cisco Patch Panel
R i 4 MPO -> 4x 1 LC B k
Multi- Tier Fabrics Large Scale AUML Clusters | +00GMPO == 4x 100G LC Breakout
Leaf | Spine | Super Spine IP Routed Fabric | Non-Oversubscribed 72x 100G Ports Per Rack Unit

P P

q_g[:l,g Available in TRU / 2RU / 3RU

== ===

o= S ] SESIE=
6 Cassettes
| | | 3| | | = e e - 3 (fully removable front & back)
R [— JE— —_— s
| [ ] | : M % r. y
| [ [ [ — | [ =] [ =] [ — 5 . P
\\ . SOC™Sleeve //'
N Cable Organizer /
\\ Mechanical Protection & Strain Relief H
\\\ ///

/
/
Cable Hanger Brackets
Slack Management

Resiliency Oversubscription Cabling

]
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Sustainability

hrd % Insights ~ 9 0 © ‘) 2
Admin > Integrations > Add Integration
Add Integration Refresh

I = vCenter Server

) Sustainability D g—
Dashboard

@ DNS

Nexus Dashboard Orchestrator

Site-Level Per-Site
Consumption Emissions _—

®

0 Panduit PDU

alyze May 202 play data from Switches () POUs
] gut
u} %ﬁﬁ " )  Using Average Cost Val
(=l Admin To cal ba:
Costs of Energy Energy Mix' o
U May at a Glance
sage o oy 1 b
/ Monthly Summary
\ (;) $1,696.32 5,472 kWh ) 3,878 kg COze
i \d i 2/ Estimated Cost Switch Energy Consumption © “/" Estimated GHG Emissions ©
Cost
ince your energy usage is higher this month than normal, we're expecting your energy bills to increase overal
Est. Daily Cost this Month Share of Daily Cost per Site
Key Sustainability Metrics $56.54 o ‘
g ‘ 4 \‘ o _ _

/’ﬁ Emissions, Carbon Footprint by Switch or PDU
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Fundamentals of
VXLAN EVPN Design

CISCO Live !

BRKDCN-2667




What is VXLAN?

Standards
Based
Encapsulation

RFC 7348

MAC-in-IP

© 2025 Cisco and/or its affiliates. All rights reserved.

Transport
Independent

Layer-3
Transport
(Underlay)

OSPF, IS-IS

eBGP

BRKDCN-2667

UDP
Encapsulation

Multi-Path
Capable

Per Flow

Entropy

Flexible
Namespace

24-Bits 16M
Segments

Segmentation




EVPN in the Data Center

IETF/RFC Draft for Control and Data Plane

Control-

Plane EVPN MP-BGP RFC 7432

Multiprotocol Label Switching Provider Backbone Bridges Network Virtualization Overlay
(MPLS) (PBB) (NVO)
draft-ietf-12vpn-evpn draft-ietf-12vpn-pbb-evpn draft-ietf-bess-evpn-overlay

« EVPN over NVO Tunnels (i.e., VXLAN) for Data Center Fabric Encapsulations
* Provides Layer-2 and Layer-3 Overlays over |IP Networks

]
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What is EVPN?

Standards
Based
Encapsulation

Various Data Multiprotocol Supported Use
Planes BGP Cases

RFC 8365 Unicast Multitenancy

Bridging, MAC Mobility,

RFC 7432 Multicast First Hop & Prefix

Routing, Multi-Tenancy

alfbal ]l
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Why VXLAN - How Did We Get Here?

Scale Beyond 4k Segments B Scale up to 16M Segments
(VLAN ID Limitation)

Seamless VM Mobility

VM Mobility

Efficient Use of Bandwidth
(Blocked/Unused Links/ STP)

_ Leverages ECMP
VXLAN Delivers (Path Optimization)

Any Workload Anywhere

(Across L3 Boundaries)

Workload Portability
(VLANSs Limited by L3 boundaries)

Secure Multitenancy @ Traffic and Address Isolation

alfbal ]l
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Underlay Taxonomy

 Edge Devices host the VTEP

 Responsible for the encapsulation and decapsulation of the VXLAN
Header

@ VTEP: VXLAN Tunnel Endpoint
NVE: Network Virtualization Edge

Edge Devices

Edge Devic ( >

NVEs) 7
NVE
< >\f; , O
Hosts ~( I_I‘:) - [ Virtualized ] Hosts
: (Endpoint)
(Endpoint) == LN (Physical/Virtual)
(Physical/Virtual) (_vuaizea ] T
NN —
> — —
Underlay =
Control-Plane \Underlay Transport Network Y,

Physical
Host
]

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667 CIsco



Overlay Taxonomy

Overlay Control-Plane, - = =

o Ty

~

Service = Virtual Network
Identifier = VN Identifier (VNI/VNID)

(VTEP: VXLAN Tunnel Endpoint
NVE: Network Virtualization Edge

Tunnel Encapsulation

\

Edge Devices

NS
L

Hosts
(Endpoint)
(Physical/Virtual)

Edge Device( (NVEs)
(NVE) <->
Hosts [ ]
(Endpoint) —
(Physical/Virtual)
‘ _——
Underlay >
Control-Plane Underlay Transport Network Y,

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667
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Physical
Host
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VXLAN (or Virtual) Tunnel Endpoint - VTEP

4 )
sy VLAN 100
L]

R === VNI
L1 N
Virtualized \ /Ethel"net VXLAN

VXLAN Tunnel Endpoint - Network Virtualization Edge
Each VTEP is uniquely identified by an IP Address

VTEP Discovers or learns remote VTEPs, and end hosts attached to them
VTEP bridges when forwarding packets within the same VNI and Routes for Inter-VNI traffic

]
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VTEP Device Roles

Spine: Interconnects
Leafs and Border Leafs

Leaf:
Hosts and Other

Devices Connect

-

i
[ Web ]
{ Applic: ]
[ Database ]
[ Virtual Machine ]

© 2025 Cisco and/or its affiliates. All rights reserved.

I
[ Web ]
[ Applic: J
[ Database ]
[ Virtual Machine ]

-

Border Leaf:
External Connectivity

BRKDCN-2667
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Components of VXLAN EVPN

Functions of Leaf

* Forms Routing Protocol adjacencies for underlay
with Spines (OSPF, I1S-IS, BGP)

« MP-BGP L2VPN EVPN neighborships with spines to ‘ ‘ ‘
exchange routes

« Performs VXLAN encapsulation and decapsulation

» Default Gateway Services for hosts using Distributed
Anycast Gateway

 BUM replication/processing

« Connect to Non-VXLAN segments using VRF-Lite :
extension (Typically done on Border Leaf) Functions of Leaf

]
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Components of VXLAN EVPN

Functions of Spine

* Forms Routing Protocol adjacencies for underlay
with Leaf (OSPF, IS-IS, BGP)

« MP-BGP L2VPN EVPN neighborships with Leaf
switches to exchange routes

* Route Reflector for iBGP deployments
* PIM Anycast RP

Do NOT typically do VXLAN encapsulation and
decapsulation (unless it is a border spine
or border gateway spine)

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667

Functions of Spine
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Components of VXLAN EVPN

Functions of Border Gateway (BGW)

« Gateway (GW) to stitch multiple VXLAN BGP EVPN
domains # bl

%, Connectivity ~,  f..

* Provides Control- and Data-Plane separation

- Extends Layer-2 and Layer-3 with Control

Funct|ons of BGW ,,..-fjjﬁﬁff.':;':":

+ Allows to Scale beyond any Fabric Scale I I I I I I I | I

e Facilitates Multi-DC and Multi-Pod Use-Cases

« More than just a Data Center Interconnect (DCI)

RN Y s el TR
e i B vi N s e 2 13 i EhY

]
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VXLAN: The Building Blocks

Underlay

IGP or BGP




VXLAN: The Building Blocks

Underlay

<
%\/1
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VXLAN: The Building Blocks

Underlay

® ¢

7 7/;/

Edge Device

WA\
Segment £




VXLAN: The Building Blocks

Overlay

-
Edge Device

LAN

Segment ES 2
= B 7 L~ | = _%- | | - - - 7
— , [ I Workload
Bare — _ Bare —
Metal Virtualized Container Metal Container Virtualized irtualized

]
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VXLAN: The Building Blocks

Overlay

VTEP: VXLAN Tunnel End-Point
VNI/VNID: VXLAN Network Identifier
NVE: Network Virtualization Edge

Edge Device
Anycast GW

Segment

Al

Metal

= R = [ L Workload

: | | — =
Bare Bare e | I -
Metal l Virtualized l ( cContainer | Virtualized Container l Virtualized I l Virtualized I

]
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VXLAN: The Building Blocks

Overlay

VTEP: VXLAN Tunnel End-Point
VNI/VNID: VXLAN Network Identifier
NVE: Network Virtualization Edge

Tunnel Encapsulation (VNI Namespace)

Edge Device
Anycast GW

Segment

Workload

e I—I 1 I I = = e
Bare - - -
Metal Virtualized Container Virtualized [ Container ] [ Virtualized J [ Virtualized J
]
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VXLAN Flood & Learn Mechanism

Multicast Based - PIM

Multidestination Traffic is “Flooded” over the VXLAN Tunnel between VTEPs
to “Learn” about the Host MAC addresses located behind the VTEPs so

o VXLAN Encapsulated packet
is sent over the IP Core over
the multicast tree

0000.3000.1101

Leaf-1 |
IP: 10.200.200.1 |VTEP1

ARP Request for 192.168.1.102
SMAC:0000.3000.1101
DMAC: FFFF.FFFF.FFFF

Host A
MAC: 0000.3000.1101

IP: 192.168.1.101

© 2025 Cisco and/or its affiliates. All rights reserved.

subsequent communication is delivered via Unicast

VNI: 30001 VNI: 30001
IP Subnet: 192.168.1.0
Multicast Group: 239.1.1.2

IP Subnet: 192.168.1.0

Destination Group
239.1.1.2
(0100.5E01.0102)

3001 Ethemet1/11 | e e

Multicast Group: 239.1.1.2

Destination Group
239.1.1.2
(0100.5E01.0102)

Leaf-2
VTEP2

Leaf-2
VTEP2

MAC VNI VTEP

0000.3000.1101 3001

______

Ethernet/11 | e mmmm—=
=

0000.3000.1102 3001 Ethernet1/8

0000.3000.1101 3001 10.200.200.1

IP: 10.200.200.1 | VTEP1

11 ARP Response packet

_ Leaf-3
delivered to Host A IP: 10.200.200.3 | VTEP3

«ee = ARP Response for 192.168.1.101
— SMAC: 00:00:30:00:11:02
DMAC: 00:00:30:00:11:01

Host A Host B
MAC: 0000.3000.1101

MAC: 0000.3000.1102
IP: 192.168.1.102

MAC: 0000.3000.1102
IP: 192.168.1.102 IP:192.168.1.101

BRKDCN-2667 cisco



VXLAN Flood & Learn Mechanism

Unicast Based - Ingress Replication or Head-End Replication

One unicast replica per remote VTEP
Increases traffic load throughout the network

Example: T0MB of BUM traffic for 20 remote VTEPs = 200MB of
BUM traffic

Ingress Replication
to each VTEP

ARP Request for 192.168.1.102 Leaf-2 Leaf-3 Leaf-4 006 Leaf-20
SMAC:0000.3000.1101 VTEP2 VTEP3 VTEP4 VTEP20
DMAC: FFFF.FFFF.FFFF ‘ I |

<J_\> — 'y Ny
— ] ] [
| — I — —

([ HostA | (HostB ) [ HostC ) ( HostD ) (HostT )

]
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BGP EVPN *Route Types - RFC 7432

BGP Based Multi-Homing

Ethernet Auto-Discovery EAD Route Mass Withdrawal/Aliasing

. L2 VNI MAC or MAC-IP from
MAC/IP Advertisement Route L2 MAC Learning or ARP

RFC 7432

Dynamic Peer Discovery for
EVPN Ingress Replication

Inclusive Multicast Ethernet Tag Route

BGP Based Multi-Homing
Ethernet Segment Route BUM DF Election/Split-Horizon

IETF Draft,

draft-ietf-bess-evpn- .
IP Prefix Route Advertise IP Prefixes

prefix-advertisement

]
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MP-BGP VPN Terminology

VPN Address Family

A Multi-Protocol BGP Extension to
Distribute VPN Routes

BGP Advertisement
E VPN-IPv4 Address = RD:10.1/16 [ Spine J
BGP Next-Hop = NVE1
Route-Target = 10:10

Virtual Routing & Forwarding (VRF)

Overlay MAC or IP Routes are stored in

dedicated VRF tables (MAC or IP VRF)

Route Distinguisher (RD) RD:10.1/16
—_—>
8-byte Field, VRF Parameter

Value to make the MAC or IP Routes unique
(RD + VPN prefix)

Route Target (RT)

8-byte Field, VRF Parameter VRE Parameter: VRE Parameter:

Value for the Import/Export Rules of prieiiniig o
VPN Routes (MAC or IP) into the VRF import RT: 10:10 Import RT: 10:10
xport RT: 10:10 Export RT: 10:10

]
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EVPN in the Data Center

MP-BGP for EVPN

MP-BGP is the routing protocol for EVPN

Multi-tenancy construct using VRF

(Virtual Route & Forwarding)
* Route Distinguisher, and Route Targets

New Address Family “I2vpn evpn” for
distributing EVPN Routes

EVPN Routes = [MAC] + [IP]

iBGP or eBGP Support

© 2025 Cisco and/or its affiliates. All rights reserved.

BRKDCN-2667

vrf context myvrf 50000
vni 50000
rd auto
address-family ipv4 unicast
route-target both auto
route-target both auto evpn

evpn
vni 30000 12
rd auto
route-target import auto
route-target export auto

router bgp 65101
router-id 10.2.0.1
neighbor 10.2.0.3
remote—-as 65101
update-source loopback0
address-family 12vpn evpn
vrf myvrf 50000
address-family ipv4 unicast
advertise 1l2vpn evpn

]
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EVPN in the Data Center

Control Plane Functions

Physical
Host

0 A =
AYo \V/~ a -
1 J L) . . . = .
D Peer Auto Spi Spine ARP
) OVE R I
Suppression
A s atlo z =
= | )
VRF-RED ’
= Leaf [0 Leaf } [0 Leaf Ingress
\@\/ [ Replication
1T I
_ _
== L] I
= —
'
e == Comme]

]
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Logical Construct of Multi-Tenant VXLAN EVPN

-~

\_

Tenant A (VRF A)

SvI
A

VLAN A

4

Layer-2 VNI A’ Layer-2 VNI B’ Layer-2 VNI N’

One VLAN maps to one Layer-2 VNI per Layer-
2 segment

A Tenant can have multiple VLANSs, therefore
multiple Layer-2 VNIs

Traffic within one Layer-2 VNI is bridged
Traffic between Layer-2 VNI’s is routed

Layer-3 VNI X’

1)

VLAN X

1 Layer-3 VNI per
Tenant (VRF) for

routing

VNI X’ is used for
routed packets

© 2025 Cisco and/or its affiliates. All rights reserved.
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Host Connectivity in VXLAN Fabric

Virtual Port Channel (VPC)

Virtual Port Channel
«  Multi Chassis Link Aggregation ‘ ‘ ‘

 Layer-2 Multihoming

Host Side Connectivity
* Dual Connect Hosts Using Port Channels

Fabric Side Connectivity
* Individual VTEPs
« Uses a Common Anycast VTEP

« Seen as Remote VTEP from Remote Nodes

« VPC is Lone Multihoming Technology Supported by NDFC R
«  Standards Based ESI Support Coming in NX-OS 10.6(1)

J—
,,,,,

................................

.....

..............................

g i g
« Physical Peer-Link is Optional, starting from NX-0OS — — —
9.2(3) Switches can be Configured with VPC Fabric

Peering

]
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First Hop Routing in VXLAN Fabric

Distributed Anycast Gateway (DAG)

 Distributed First Hop routing on Edge Device

« All Edge Device Share Same Gateway IP, MAC
Address

« Pervasive Gateway Approach

Gateway is Always Active

 No First Hop Redundancy Protocol for Hello or
State Exchange

 Associated to a Unigue MAC address to Facilitate
Host Mobility

« DAG is close to the End-Hosts, hair-pinning in the
fabric is almost eliminated

* It scales out with the fabric, new switches will be
configured with the DAG automatically, if required

» Distributed and Smaller State
*  Only Local Endpoints ARP Entries

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667

SVI 101 - Interface VLAN101
192.168.10.1/24

SVI 201 - Interface VLAN201
192.168.20.1/24

--------

--------



Design Building Blocks for VXLAN Fabrics

VM VM

Group 2

© 2025 Cisco and/or its affiliates. All rights reserved.
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Border Gateways
* Dedicated or Shared Devices
« External Connectivity (WAN)
» East-West DCI Connectivity

Spines
« Fabric Bandwidth (i.e. 400G)
 High Availability (# of Spines)
 Scalability (Super Spines)

Leafs
«  Fabric Capacity (# of Ports)
«  Fabric Connectivity (i.e. 25G)
« Host Redundancy (VPC/ESI)

Security
« Network Segmentation (GPO)
« Device Segmentation (FW)
« Host Segmentation (Agent/DPU)

]
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Multi Fabric Designs -

VXLAN Multi Site




Connecting Multiple VXLAN EVPN Sites

VXLAN BGP EVPN

——————————
————————
- ~
- -~

”” ~‘~~
-~ )
Site External f,f’ DCI/ \\\\
Core . \\
B T e

Site Internal B

VXLAN BGP EVPN

¥

VXLAN BGP EVPN

¥

VRF-Green ’ VRF-Green E ’
. VNI50001 . VNI50001 s

== = catewny

o (PP P =P =P =P = Jees dm e RS )

?Leaf
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Border Gateways

Deployment Considerations

Shared Anycast Border Gateway Dedicated Anycast Border Gateway Dedicated vPC Border Gateway
BGW BGW

(Fabﬁc

Leaf Leaf Leaf

Leaf Leaf Leaf Leaf Leaf Leaf

* Border Gateways used for two main functions:
* Interconnecting each site to the Inter-Site network (for East-West traffic flows)

« Connecting each site to the external Layer 3 domain (for North-South traffic flows )

* Possible deployment models:
« Anycast Border Gateways

» vPC Border Gateways - The only supported method to connect end-hosts at the BGW level

« BGW function enablement in the VXLAN EVPN fabric:

« BGW is a logical role dictated by features and configurations. Devices can either be placed at the leaf or spine level

]
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Use Case #1 - Compartmentalization

» Multiple Fabrics, single Data Center

» Single or Multiple Data Halls

{ DC Core / Super Spine
1 il il 1 » Within a Geographic Locations
At =N

/ v‘\\ « Control at BGW (Border Gateway)
BGA b \ BGW * Allows Layer-2 and Layer-3 Extension

g )i 11K I J1E

Fabnc ) ”\' l Fab”c# | ‘ * VNIs are selectively advertised
fu fn L 3 fone— Do T + Allows Traffic Control (BUM*)

Lea eaf  Léaf Lea Leaf  Lgaf * Optimizes BUM* Replication

Server Server Server Server

*BUM - Broadcast, Unknown Unicast, Multicast

]
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BUM Optimization

Use Case #1 Compartmentalization

Sinale Fabric BUM with Ingress Replication

....... Ml Wl
Fabnc # % \%«

Server Server Server

Server

Single BUM Packet, 5x Replicated
3 Replication over DC Core / Super Spine (Between)

2 Replication for Fabric #1 (Local)

© 2025 Cisco and/or its affiliates. All rights reserved.
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{Fa

Multi-Site BUM with Ingress Replication

DC Core / Super Spine

o

Leg eaf

(11 [
Leaf Les

Leaf

Server Server Server

Server

Single BUM Packet, 3x Replicated

1 Replication over DC Core / Super Spine (Between)
3 Replication for Fabric #1 (Local)

3 Replication for Fabric #2 (Local)

]
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Use Case #2 - Building Scalable Networks

Up to 128 Sites per Multi-Site Domain

[ DC Core / Super Spine }
X

Server

Up to 512 VTEPs per Fabric

Server

Up to 512 VTEPs per Fabric

* Multiple Fabrics , single or multiple Data
Center

» Single or Multiple Data Halls

» Within or between Geographic Locations
« Control at BGW (Border Gateway)

* Reduces Remote VTEP Count

» Expands VTEP scale
» Scale through Hierarchy

* Multiply VTEP with Sites

64000+ VTEP to extend Layer-2 or/and Layer-3 segments

© 2025 Cisco and/or its affiliates. All rights reserved.
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VTEP Scalability

Use Case #2 Building Scalable Networks

Single Fabric (or Multi-Pod : Multiple Fabric with Multi-Site
DC Core / Super Spine I DC Core / Super Spine
I il . [ 1111
|
| l
___________ g | : R W B *
.:jf;bric # ,/)\{’/‘ . i : \{’ (ébric . }\ 7
IIIII 1111 i PR (o (o | il il il IIII 111 1111
3 o I Leg eaf Leaf Les eaf Leaf
I Server Server Server Server
|
Leaf #1 sees every VTEP, 5 VTEP Peer I Leaf #1 sees only local VTEP, 3 VTEP Peer
3 VTEP Peer for Fabric #2 (Between) | 1 VTEP Peer for Exit, BGW (Between)
2 VTEP Peer for Fabric #1 (Local) 2 VTEP Peer for Fabric #1 (Local)

]
© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667 CIsco



Use Case #3 - Data Center Interconnect (DCI)

» Multiple Fabrics, Geographically Dispersed
 Classic DCI Use Case

» Allows Extension of Layer-2

» Allows Extension of Layer-3

 Allows Traffic Control (BUM)

» Defines VNI allocation and stitching

* Optimizes BUM* Replication

Works Within a Geographic Location - Works Between Geographic Locations

alfbal ]l
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Use Case #4 - Integration with Legacy Networks

DC Core / Super Spine

=/l

Acc§ss :cfcess ;c;ss

© 2025 Cisco and/or its affiliates. All rights reserved.
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Integrating Fabrics with Legacy Networks
 BGW Frontends Legacy Network

« BGW Frontends New Network

Host Mobility and Migration

* Provides Distributed Default Gateway

» Allows Layer-2 Extension where needed
Benefits from all Multi-Site functions

« Layer-2, Layer-3 Multicast and Unicast VPNs

between different Networks for Migration or Co-

Existence

Distributed Anycast Gateway and/or HSRP
coexistence

]
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Use Case #5 - Next-Gen DCI

Access cess

Access cess ccess

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667

« vPC Border Gateways used to provide a
modern DCI architecture to two or more
traditional fabrics

» Endpoint Default Gateways can be deployed
on the vPC BGWs to provide the anycast
functionality

» Single technology for a secure L2 and L3
extension

]
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Multi Site Architecture Summary

H H2

Border Gateway (BGW) VXLAN BGP EVPN Multi-Site

A Gateway (GW) to stitch multiple VXLAN BGP EVPN domains A Simple add or drop-in
Provides Control- and Data-Plane separation First introduced in September 2017 - proven and deployed
Extends Layer-2 and Layer-3 with Control A Solution combining EVPN DCI Overlay (RFC9014) and
Allows to Scale beyond any Fabric Scale IPVPN-EVPN interworking (draft-ietf-evpn-ipvpn)
Facilitates Multi-DC and Multi-Pod Use-Cases Provides Layer-2 and Layer-3 extension
More than just a Data Center Interconnect (DCI) Wide Hardware Support
Flexible Deployment Option - Not just for VXLAN Fabrics

]
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Nexus VXLAN Fabric
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Security for Open and Programmable Fabric

Secured Traffic Secured Services

« RADSec (RFC 6614)
e Secure NTP
« RADIUS over DTLS (10.4.3)

«  VXLAN IP First-Hop-Security FHS 10.4(1)F
*  Multi-Site Storm Control

«  Private VLANs 10.2(3)F

« Hardware Line-rate encryption (MACSec)
«  Multi-hop VTEP encryption (CloudSec)

«  Group Policy Option 10.4(3)F

Visibility and Proactive

Threat Response Security Compliance

l=]

e  Common Criteria
e NDcPP
« UC-APL

« Netflow w/ Stealthwatch
* Nexus Dashboard- Proactive Advisories

GNMI Streaming Telemetry

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667
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Cisco Nexus Dashboard - Product Unification
Unified Image Unified Product

YRR

July 2025

S
\

- &)
Unified Product g%
« Single image installation

Unified Image O\

Nexus Dashboard
Fabric Controller

« Single Image Installation Nexus

» Services merged into base OS
« All Services pre-installed

]

|

|

|

|

|

|

|

|

|

I |

' kL
(NDO/NDI/NDFC) | @ _____ I

| »

|

|

|

|

|

|

|

|

|

|

\

« Services == ND Capabilities
 Automation [Controller]

« Service versions bound to g ’

ND version i
@ _____ L i Dashboard

Nexus Dashboard  Telemetry

|
|
|
. |
Insights | « Orchestration
|
|

I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I
Nexus Dashboard :
I

]
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Cisco Nexus Dashboard Vision

&3
S

Your key to a simple operational experience
Unify data center network architectures
Accelerate business innovation, minimize risk
Unleash the power of Al for networking
Reactive, proactive and predictive insights
Leverage open protocols and standards

N b

Provision Secure
Once, deploy anywhere One source of truth
Built-In automation | Segmentation |
Infra-as-code Zero-Trust

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667

Manage

One logical network

Visibility |
Maintenance

Analyze

Identify, troubleshoot,
and fix faster

Tools | Reports |
Prediction
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Cisco Nexus Dashboard Architecture

Microservices Architecture

% Welcome, cobedien

Both Virtual and Physical ND Supported =

,,,,,

One Manage | Multi-Cluster Support

3-Node Active-Active High Availability

Flexibility and Scalability ‘ Highly Customizable ‘ Single Vantage Point

]
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Cisco Nexus Dashboard Clustering

_____________________________

Each Nexus Dashboard Node in a cluster has two interfaces, each in a subnet

ND Management Interface Nexus Dashboard Management Interface

| | | . Connects to the management network, and it provides web/API
access to the Nexus Dashboard cluster

Nexus Dashboard

Cluster
&N &9 &
3 ¢ ¢

‘ ‘ The Nexus Dashboard Data Interface

Connects and provides IP reachability to the physical data center
ND Data Interface network infrastructure, via In-Band or Mgmt0 (OOB)

v

]
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Nexus Dashboard

Cisco Nexus Dashboard One-Manage

« s

Q O G) @ | Q cobedien
.

Welcome, cobedien Refresh

All Clusters .

Overview Topology Journey New What's new
a
CIE

Home

N }
Manage

° g e
o . nd29-2-Site2 AL 4 site1 ) .

Site2 A Meta = Data Center VXLAN EVEN - iBGP
Data Center VXLAN EVPN - BGP
- - (
External and Inter-Fabric Connectivity
( J
Anomaly Level @ Critical Advisory Level @ Heaithy Clusters Fabrics Inter-Fabric Switches
9 total critical anomalies, out of which 9 occurred in the last week No advisories found &2 e = N/A 13
© 2025 Cisco Systems, Inc
Current Date and Time is January 26, 2025, 6:36:00 PM (EST)

Privacy policy  Terms of service

One-Manage View for Multi-Clusters
© 2025 Cisco and/or its affiliates. All rights reserved.
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Cisco Nexus Dashboard Three Pillars

4 A

0O o
[ 17

Automation Management Visibility

Get Centralized Visibility

Accelerate provisioning In depth Management and Monitoring views

and simplify deployments and control for all

\ / network deployments

'
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Cisco Nexus Dashboard

One-Mange / Federation for Multi-Cluster Deployments

‘ Single sign-on for clusters

(With remote authentication)

a__ o Single dashboard |
.O. Including a summary of fabrics, switch details, etc. [ \

e N e'n N
- e s 4
VXLAN EVPN Fabric -3
= . e
- Unified view and automation workflows for Multi-Fabric Ik D RERE
deployments S S S
omifim [ o fim [ eET=e

- Federation of MSDs

. L2/L3 Network stretch .
SHWOrE Strete Distributed Data Centers

10 Maximum clusters in a federation
Based on 4.1 scale (Increased from 4 in v3.2)

‘ DCI Control Between DC ‘ DCI Connectivity Health,
and ND (Multi-Fabric) Tunnel Path and Statistics
o

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667 CIsco
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Automation

© 2025 Cisco an

C Accelerate Provisioning From Days to Minutes )

Day 0 - VXLAN EVPN Underlay Configuration
Define fabric settings (Underlay/Overlay), AS#, Replication Mode, IGP, IP Pools
Import Switches and Define Roles
Calculate and Deploy

Day 1 - VXLAN EVPN Overlay Configuration
VRF and Network Configuration and Attach
Interface Policy and Attach
Calculate and Deployment

Simplify Fabric | Developer Agility | VXLAN EVPN Multi-Site

Deployments

d/or its affiliates. All rights reserved. BRKDCN-2667
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Provision New Fabric in Minutes

Fabric Builder | | |

( Un-provisioned switches )

i

— [T —] Cisqo Bes.t Pracjcice E E
I[1] Configuration Built-In —— =]

[-—] Support for Both Greenfield
and Brownfield Deployments

Accelerate Fabric | Automated Consistency | Minimize Risk

Deployments -

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667 CIsco



Data Center VXLAN EVPN - Day-0 Underlay

X,
e
Nexus Dashboard
Automation

)

Templates already
embed best practices

S
Build VXLAN fabric
in few minutes

z

IP addresses, overlay pool,
routing profiles, replication
attributes -all taken
care by ND

§Step 2

- Discover

Import switches with POAP or Day-0 config
Define switch Roles (Border, Leaf, Spine, etc)
‘ [Optional] Create vPC pairs

Step 1

: Create

: Define fabric settings (Underlay, Overlay) -
‘ AS#, Replication Mode, IGP, IP Pools, etc.

© 2025 Cisco and/or its affiliates. All rights reserved.

Step 3
:Recalculate and Deploy
: Generates config based on intent

‘Preview side by side diffs

BRKDCN-2667

C

Cisco Best Practice

Implemented

)

{ VXLAN fabric

]
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Zero Touch Deployment
POAP - Power On Auto Provisioning

@ Flexible bootstrap and management via in-band Inband or OOB Connectivity
’\) (front-panel port) or out of band port

‘{é}‘ Supports VXLAN EVPN,

Eg classic LAN fabrics

roles: leaf, spine, border leaf, border spine

@ Convenient connectivity options for all device

Zero Touch Fabric Onboarding and Management

o
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Fabric Switch Role Example
Different Roles for Border Gateway (BGW)

vPC Border Gateway

Used to locally dual-attach Layer 2 networks or Endpoints
Allows Distributed Anycast Gateway (DAG)

Border Gateway

Layer 3 based Anycast BGW deployed at the Leaf Layer

Border Gateway Spine

Layer 3 based Anycast BGW deployed at the Spine Layer

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667

Anycast border gateways o

BGW BGW

-
- ”
VTEP vier il VTEP VTEP
LONCONSON 2 C N

Spine

Leaf (current)

5
*~_ VPC border gateways
~

[ Border

Border Spine

[ Border Gateway

[ Border Gateway Spine

Super Spine
Border Super Spine

Border Gateway Super Spine

ToR
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irtual Port Channel (vPC)

el Nexus Dashboard

Home

K

Manage

Q

Analyze

Admin

Site1-Greenfield

Q O@ @ | Q admin

Refresh | View in topology ><

Overview Inventory Connectivity Segmentation and security Configuration Policies

Switches VPC Pairs Other Devices

Filter by attributes

Anomalies Advisories Integrations

History

Configuration S: ’
D Name Anomaly Level IP Address Model S:Hr:ulgura fon Sync Role Serial Number Discovery Status Advisory Level vPC Role vPC Peer Add Switches
Configuration
Bord )
([ site1-BoW1 A\ Minor 198.18.4.106 NEK-CO300v @ out of sync GZ;;V’BY IWIZFSIYW2Y ® ok @ Healthy Discovery
Set Role
() site1-BL1 A\ Minor 198.18.4103 NIK-CO300v @ out Of Sync Border 9J214VEVXV7 ® ok @ Healthy -I VEC Fairing
TOR Pairing
Site1-L1 A Minor 198.18.4.101 NOK-C9300v @ 0ut Of Sync Leaf 9H3NIVIOIZO ® ok @ Healthy Secondary  Sitel-L2 VPC Overview
Maintenance
[ sitet-L2 A\ Minor 198.18.4.102 NOK-C9300v @ out of Sync Leaf IXPIFKSIANT ® o« @ Healthy Primary Sitel-L1 Delete Switchles)
VPC Pairing — X
Select vPC Peer for Site1-L1
Filter by attributes -I a Virtual Peerlink
Device Recommended Reason Serial Number IP Address -
@ Site1-L2 False Switch has Networks/VRFs attached 9ARKRCS5QR7I 10.3114

© 2025 Cisco and/or its affiliates. All rights reserved.
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Data Center VXLAN EVPN - Day-1 Overlay

Deploy the configuration

Attach Multiple Interfaces

Attach Network and VRF to
switches

Create VRF and Network from
VXLAN EVPN topology or fabric

overview

Have VXLAN EVPN fabric ready

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667
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Cisco Nexus Dashboard

Automation

Accelerate provisioning
and simplify deployments

© 2025 Cisco and/or its affiliates. All rights reserved.

/

\
O
OmO

Management

\_

In depth Management
and control for all

network deployments /

BRKDCN-2667

Visibility
Get Centralized Visibility
and Monitoring views

alfret
cisco



Management

CSingIe Point of Management for Data Center Operations>

Reliability

© 2025 Cisco and/or its affiliates. All rights reserved.

Configuration Compliance

Image and Patch Management

Fabric Backup and Restore

Hardware Replacement / RMA

Role Based Access Control (RBAC) and Change Control

Management for non-Nexus platforms

‘ Compliance ‘

BRKDCN-2667

Secure
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Cisco Nexus Dashboard

0O o
[ 17

Automation Management
Accelerate provisioning In depth Management
and simplify deployments and control for all

network deployments

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667

Visibility
Get Centralized Visibility
and Monitoring views

/
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Visibility and

Reliability

© 2025 Cisco and/or its affiliates. All rights reserved.

Monitoring

&)
3

Comprehensive Monitoring

Enhanced Topology Views

Compute and Endpoint Visibility

OAM support with NDFC

Detailed Inventory, Health, Resource Consumption Information on Devices

End-to-End Visibility, Monitoring and Troubleshooting

Integrate with Day 2 Operations

Benefits

Compliance

BRKDCN-2667

Secure
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Advanced Features Support Pt 1

C Muti-Site ) C Multicast ) C MacSec )

..........

EIEIEIEIEIEIEEEIEEEI

1000’s of CLI Configuration Lines

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667 CIsco



Advanced Features Support Pt 2

- (‘Camp-us \/XLAN Vfabric\)

1000’s of CLI Configuration Lines
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Conclusion

 Requirements for Designing a Data Center Fabric
Continue to Evolve

* Important Factors for Consideration Include:

Scalability
Performance
Oversubscription
Economics
Sustainability

« Build Modern Data Center Fabrics to Support:

Network Simplicity

Repeatability

Distributed Architectures (Minimize Failure Domains)
Better & Faster Troubleshooting

Automation and Lifecycle Management

© 2025 Cisco and/or its affiliates. All rights reserved. BRKDCN-2667
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Complete your session evaluations

Complete a minimum of
4 session surveys and
the Overall Event
Survey to claim a Cisco
Live T-Shirt.

2o
0®

Earn up to 800 points
by completing all
surveys and climb the
Cisco Live Challenge
leaderboard.

NG

Level up and earn
exclusive prizes!

© 2025 Cisco and/or its affiliates. All rights reserved.
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Complete your surveys
in the Cisco Live
Events app.
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Continue your education

¢

Visit the Cisco Stand for
related demos

e
(A

Book your one-on-one
Meet the Expert
meeting

N
. D)2
0000 AT
MMM
Attend the interactive Visit the On-Demand
education with Capture Library for more
the Flag, and Walk-in sessions at
Labs www.Ciscolive.com/
on-demand
Y,
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