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• Unpacking AI

• Predictive vs Generative AI

• How to get started: 4 main 
GenAI Architectures

• Toolset
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Flo Pachinger
Developer Advocate

▪ Focusing on Data & AI

▪ Based in Vienna, Austria

▪ DevNet Projects:

▪ API+Code Assistant for Catalyst Center

▪ Creator of johann (Network Monitoring Tool)

▪ Po Robot Arm Challenge @ CiscoLive 2022

▪ Play Minecraft on Catalyst 9300 Switch

developer.cisco.com
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“The ability of a digital computer or computer-
controlled robot to
perform tasks commonly associated with 
intelligent beings”

AI definition of Encyclopædia Britannica
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Unmasking AI example: clustering customers

Magic?

Clusters?
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“The Magic” = Kmeans algorithm
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Unmasking AI: clustering customers

Kmeans 
algorithm

1 Cluster
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Understanding the Math

Math & Statistics

Understanding
how to apply the math and
what algorithm/method to 
choose
for which problem

Programming Code
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Artificial Intelligence

Machine Learning

Deep Learning

kmeans 
Algorithm

Neural 
Networks
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Artificial Intelligence

Machine Learning

Deep Learning

Predictive
AI
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Muffin or 
Chihuahua?
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Predicted Facebook usage in the network

Splunk Dashboard

?
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Predictive AI:
Predicted Facebook usage in the network

Splunk Dashboard

prediction
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Predictive vs. Generative: test scenario

• Goal: Predict the revenue for 2025

• Revenue data from 2010 – 2024

• Generative AI: LLMs

• Predictive AI: Linear Regression
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Artificial Intelligence

Machine Learning

Deep Learning

Generative
AI

Predictive
AI
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How did GenAI 
happened?
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AI key milestones (Selected)

Foundation
Foundational statistical 
methods for machine 
learning 

Further 
Research 
Feedforward neural 
networks (FNNs) 

Nearest Neighbor

Visible Success 
Data-driven

Unsupervised machine 
learning 

Long Short-Term Memory 
(LSTM) neural network

New Hope 
Convolutional neural 
networks (CNNs)

Recurrent neural 
network (RNN)

Rediscovery of 
Backpropagation

Reinforcement 
Learning

Birth of AI 
Turing test

Neural network &  
artificial neuron 

Perceptron

1940s/50s 1960s 1980s 1990s/2000s 2010s 2020s

Deep Learning 
Revolution 
Image & object recognition

Generative Adversarial 
Network (GAN) 2014

Transformer Architecture 
2017

GenAI Boom 
Large language 
models

GPT-4, BERT, Llama

Pre 1940s
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Attention is all you need 
(2017) 
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Transformer architecture

© Ashish Vaswani at al. (Attention Is All You Need)

25



#CiscoLiveAPJC © 2024  Cisco and/or its affiliates. All rights reserved.   Cisco Public

Predictive AI Generative AI

• Analyzing existing data for 
prediction & classification

• Regained popularity in 2010s

• Creating text, images, audio & 
other data

• Mainstreamed in 2022
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✅Creation of code, text, audio & 
video

✅Conversational user interfaces

✅Knowledge discovery

✅Classification of specific data

GenAI: opportunities and limitations

❌GenAI is hardly useful for:

❌ Prediction e.g. network utilization 
prediction

❌ Specific classification tasks e.g. 
customer clustering

❌Can produce inaccurate and 
fabricated answers
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“So how do I start now with generative AI?”
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GenAI architecture approaches

Pre-train from 
scratch

Costs & compute-intensiveness

Training the LLM from 
scratch

Lower Higher
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Training using 

transformer 
architecture

Millions to trillions 
of tokens of text 

data

Trained LLM-Model
(weights, biases, instructions)

.gguf

User Input Trained LLM-Model

.gguf

LLM Training

LLM Inferencing

Cisco

Cisco Systems

Cisco Systems was

Cisco Systems was founded

Cisco Systems was founded on

Cisco Systems was founded on December

Cisco Systems was founded on December 10

Cisco Systems was founded on December 10, 1984

Model Output
30
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15 trillion tokens 
of text data Training on

48.000x H100-80GB 

GPUs

LLM training example: Llama3 70B

LLM Training

Lllama3
70B parameters

.gguf

After 17 days
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Model Name + Parameters
Training 
Tokens

GPU Time (hours) GPU Hardware
Training 

Time

Llama2 7B 2T 184.320 A100-80GB n/a

Llama2 70B 2T 368.640 A100-80GB n/a

Llama3 8B 15T 1.3M 2x 24k H100-80GB ~3 days

BioMedLM 2.7B 34.6B n/a 128x A100-40GB 6.25 days

phi-3-mini 3.8B 3.3T n/a 512x H100-80GB 7 days

Llama3 70B 15T 6.4M 2x 24k H100-80GB ~17 days

BloombergGPT 50B 700B 1.3M 512x A100-40GB 53 days

Bloom 176B 350B 1M 384x A100 80GB 4 months

LLM creation data overview

H100 is superior to the A100
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On-prem Infrastructure: Cloud:

Example: GPU infrastructure costs LLM training

• 400 GPUs: A100-80GB → 18.000 $

• Depends on: # of model parameters, training time, input data
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✅Privacy

✅100% control

✅Performance

✅Accuracy

Building from scratch

❌High costs & resources (data, 
infrastructure, employees)

❌Takes time
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GenAI architecture approaches

Prompt engineering
Pre-train from 

scratch

Costs & compute-intensiveness

Natural language text 
describes the tasks 

for the model 

Training the LLM from 
scratch

Lower Higher
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Prompt engineering = optimizing prompts

User Prompt

LLM Inferencing

Cisco

Cisco Systems

Cisco Systems was

Cisco Systems was founded

Cisco Systems was founded on

Cisco Systems was founded on December

Cisco Systems was founded on December 10

Cisco Systems was founded on December 

10, 1984

Model Output

llocal LLM

LLM Cloud 
Service

You are history teacher

System Prompt
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Prompting example: create Python code
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Prompt engineering best practices

• Give clear and specific instructions. Simplify them.
• Use the 'requests' Python library. If loops or advanced code is needed, provide it.

• Ask the LLM not to hallucinate / make things up
• Tell the user if you do not know the answer. 

• Give examples & use prompt separators (e.g. using XML tags)
• <examples> {example 1} {example 2} </examples>

• Adopt a persona
• You are the Cisco Catalyst Center REST API and Python code assistant
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GenAI architecture approaches

Prompt engineering
Retrieval augmented 

generation (RAG)
Pre-train from 

scratch

Costs & compute-intensiveness

Natural language text 
describes the tasks 

for the model 

Retrieving external 
knowledge for LLM-

input

Training the LLM from 
scratch

lower higher
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ChromaDB
(vector 

database)

large language 
model

Python App
Context information

Ask LLM:
User query + context 
information

Semantic
search

Vectorizing
user query

OpenAI GPT

Local Open 
Source LLM
(e.g. llama3) 

REST API

Local service

User query

User asking for 
API assistance

Example: “Get a 
list of all network 

devices”

LLM output:
Documentation +

Python code

Output:

RAG architecture overview
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ChromaDB
(vector database)

User Guide 
(900p PDF)

API Docs
(HTML)

API Specs 
(JSON)

Chunking Embedding Insert

Web-
scraping

Text

Chunking + 
embedding

Insert

Embedding Insert

Vectors

Chunking

Chunked documents

Extracting

Large 
language 

model

Extended API 
query 

information

Extending 
information

RAG: 3 importing data examples
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Input Output

System 
Prompt

User
Prompt 

Context 
information

LLM Completion

LLM Context Window

Context window on:
• Llama3.1: 128k tokens
• GPT-4o: 128k Tokens
• Claude: 200k Tokens 1k tokens ±750 words

42



Why Chunking and 
Embedding?
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Text to 
Import

779 Characters = 129 Tokens (Llama3)
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Tokens 
visualized

779 Characters = 129 Tokens (Llama3)

Large language models process the text using tokens.
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Tokens 
visualized

Token 
IDs

46
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Tokens 
visualized

Token 
IDs

Vectorized
Text

[-1.53614916e-02 1.05633754e-02 -5.66645004e-02 -6.19251188e-03 6.68779016e-02 2.10219994e-02 6.05151691e-02 7.23722875e-02 
-4.16289344e-02 -2.71013863e-02 -1.01383314e-01 1.10760117e-02 -1.22514507e-02 6.36807233e-02 4.60679084e-02 1.85244009e-02 6.16239570e-02 -1.15199238e-01 -4.89140686e-04 -3.99950482e-02 3.34187062e-03 -
7.70600662e-02 -5.15669882e-02 5.33867255e-03 
-4.83192466e-02 6.42568767e-02 1.69622842e-02 -1.93460640e-02 -5.83380135e-03 -1.94340385e-02 -1.17660025e-02 7.47456923e-02 8.54562372e-02 2.81155687e-02 -6.18175901e-02 -5.65470643e-02 -2.26882417e-02 
-4.52071428e-02 9.00947154e-02 -1.29134297e-01 3.32980417e-02 -1.89650655e-02 -5.85596003e-02 4.69980463e-02 -1.27475997e-02 -7.96920434e-02 -1.51178036e-02 -3.54162715e-02 
-1.90531474e-03 2.22081002e-02 -1.67971440e-02 -4.96574230e-02 -4.80264649e-02 -1.39647434e-02 5.32995425e-02 9.77718979e-02 1.37339961e-02 3.94268101e-03 1.56628415e-02 -4.21853140e-02 6.75667301e-02 -
6.72868863e-02 1.33521128e-02 6.92976639e-02
-6.00161292e-02 6.74986392e-02 4.00929861e-02 2.61038914e-02 -2.69671436e-02 -8.52481276e-02 -5.16354330e-02 -2.49810647e-02 
-2.24567745e-02 2.44225748e-02 4.42139395e-02 3.41943502e-02 6.41698018e-02 -1.89136956e-02 -8.31962097e-03 -5.94300590e-02
1.74471382e-02 8.28464404e-02 -8.98656249e-02 5.64863719e-02 -1.93580631e-02 -2.60147806e-02 -3.21673192e-02 4.23833318e-02 3.81893367e-02 -3.74885425e-02 -4.21928205e-02 -4.86377999e-02 -2.01516785e-02 
-8.35248902e-02 2.34446917e-02 -1.16874534e-03 
-7.59318545e-02 -1.34604037e-01 -6.11120388e-02 3.29650603e-02 9.74610597e-02 3.29474136e-02 -2.93879658e-02 -1.68610681e-02 3.06183547e-02 5.11360317e-02 5.54264262e-02 -4.92100790e-02 -2.49358863e-02 -
1.26581052e-33 -1.23462908e-01 4.33101431e-02 
…
7.64974654e-02 2.84792837e-02 7.45524839e-02 2.85661742e-02 7.72002265e-02 -1.83822196e-02]

Embedding function: all-MiniLM-L6-v2 (384 dimensions)
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Semantic search

• Embeddings: represent 
items (words, documents, 
images) in a continuous 
vector space

• Capturing the semantic and 
syntactic relationships 
between words

Vector Space

n dimensions

CiscoCatalyst

Center
Apple

Banana

Strawberry

Football

Soccer
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✅Cost-efficient

✅Easy to implement

✅VectorDB Data control

Retrieval Augmented Generation (RAG)

❌Dependence on external 
resources

❌Requires additional 
infrastructure
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GenAI architecture approaches

Prompt engineering
Retrieval augmented 

generation (RAG)
Model fine-tuning

Pre-train from 
scratch

Costs & compute-intensiveness

Natural language text 
describes the tasks 

for the model 

Retrieving external 
knowledge for LLM-

input

Enhancing the pre-
trained base model 

with specific datasets

Training the LLM from 
scratch

Lower Higher
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LLM fine-tuning example

Millions/trillions 
tokens of text data

Training using 

transformer 
architecture

LLM Training

Fine-tuned
LLM

.gguf

Fine-tuning using pre-
trained parameters 

Custom 
data-set

Adapting a pre-trained LLM to a specific task by training it on domain-specific data.

Pre-trained
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Example: supervised fine-tuning

• Goal: Creating Ansible configuration files for specific use-cases

• Training on labeled dataset:

Collection Description Use-case Playbook Code

Cisco.Ios Configuring 
access control 
lists (ACLs)

Block malicious 
traffic

--- - name: new ACLs hosts: cisco_ios 
gather_facts: no connection: network_cli tasks: 
- name: …

Cisco.Meraki Create or 
Update SSID 
on Meraki 
network

Renaming the wifi 
name

--- - name: Configure Meraki SSID hosts: 
localhost gather_facts: no connection: local 
tasks: - cisco.meraki.meraki_ssid:

…
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✅Cost-efficient on domain 
specific tasks

✅A smaller fine-tuned LLM can 
outperform a larger LLM

Model fine-tuning

❌Data preparation is a time-
consuming task

❌Exposing the model with 
private data → privacy issues

❌Whole model needs to be 
retrained when adding new 
data
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Popular libraries/software to use (selection)

Name Type Description

Langchain, Llamaindex Python Framework
Framework for developing 

LLM applications

ChromaDB, Pinecone, 
Pgvector

Vector Database
Storing data for a RAG 

architecture

Chainlit, Streamlit Chat serving Frameworks
Front-end to chat with the 

LLM application

Ollama Local LLM serving framework Run LLMs locally

OpenAI APIs, Gemini, Groq, 
Mistral

Cloud LLM serving LLM inferencing, fine-tuning

Hugging Face
GenAI/ML Community 

Platform
Access to models, datasets, 

peers etc.
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Key learning points

• Mathematics & Statistics are fundamental for AI

• GenAI is here to stay. But it is not the solution to everything.

• Generative AI: Generating data

• Predictive AI: Analyzing existing data

• LLMs are dealing with tokens & embeddings

• 4 main GenAI architecture approaches

• Prompt engineering, RAG, fine-tuning, train from scratch
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Complete Your Session Evaluations

57

Complete a minimum of 4 session surveys and the Overall Event Survey to                  
claim a Cisco Live T-Shirt.  

Complete your surveys in the Cisco Live mobile app. 
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Continue 
your education

• Visit the Cisco Stand 
for related demos

• Book your one-on-one
Meet the Expert meeting

• Attend the interactive education 
with DevNet, Capture the Flag, 
and Walk-in Labs

• Visit the On-Demand Library 
for more sessions at 
www.CiscoLive.com/on-demand

58

http://www.ciscolive.com/on-demand


Thank you

#CiscoLiveAPJC
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