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Cisco Webex App

Questions?

Use Cisco Webex App to chat

with the speaker after the session

How

' Find this session in the Cisco Live Mobile App

. Click “Join the Discussion”

‘ Install the Webex App or go directly to the Webex space
‘ Enter messages/questions in the Webex space

Webex spaces will be moderated
by the speaker until November 15, 2024.

cisco Lz{@/

https://ciscolive.ciscoevents.com/
ciscolivebot/

o

webex

by CISCO
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Introduction
Al/ML, Generative Al,

Neural Networks, Transformers ...
What is Cisco doing with Al/ML?
- Using AI/ML in Solutions

- Building Networks for Al/ML

On-Prem Al Solutions ‘
- Open Source LLMs w/ UCS and Nexus |
- Demo Time!

Leveraging LLMs for Networking
- LLMs Deeper Dive
- Working with LLMs
- Demo Time!

Wrap-up

BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 6



f Introduction ...

| am a Distinguished Engineer in the Network Transformation team,
and have been with Cisco for 25 years.

| work primarily with large, high-performance Enterprise network architectures,
designs, and systems. | have over 39 years of experience

with designing, implementing, and supporting solutions with many

diverse network technologies.

| have a strong background in, and focus on, customer requirements,
and integrating these into the products and solutions Cisco builds.
| have a special interest in

Dave Zacks
Distinguished Engineer

dzacks@cisco.com

#CiscolLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public



| am a Compute Solutions Engineer in Cisco’s Cloud Infrastructure
and Software Group. | have been with Cisco for 25 years focused
on the areas of

| am the author of the Al Toolkit for UCS X-Series and C-Series
which can be found on GitHub at; www.qithub.com/pl247/ai-toolkit

Prior to Cisco, | was co-founder and Vice President of Network
Operations for Escape Communications, and hold a patent
pertaining to Data Center Ethernet.

Patrick LeMaistre

Solutions Engineer
plemaist@cisco.com

#CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public



http://www.github.com/pl247/ai-toolkit

| am a Principal Engineer in Cisco TAC. | am 36 years old, with

15 years experience in and a strong focus
in the security and networking spaces. Presently focused on
developing to help improve customer

interactions.

| am a Problem Solver, a architect, a Teacher, and an e e
Innovator, in addition to being a husband and father (2 boys). |

spend my spare time volunteering with organizations in the

cybersecurity space.

Prapanch Ramamoorthy

Principal Engineer
praprama@cisco.com
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Rapid Change doesn’t come in normal times

The Technology Inflection Point

Cl S co M./ #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 10
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Generations of Technology Inflection Points

Widening Al

Generative Al

2022-2025

2012-2017
2007-2010/15

1970s-2000s 1990s-2007

INNOVATION AT SCALE

cisco W&. #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public



Al encompasses the whole world

of ML and Deep Learning An Al technology where the
rules are not set in the
program, but are learned while

Artificial Intelligence the program is used

Machine Learning

A form of ML that uses
Neural Learning Networks

Deep Learning

Generative Al A powerful mechanism

that allow neural

Language networks to
Models learn language and

generate content

cisco W- #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 14



Casual / Fun

A Snapshot of GenA

tell me a joke about the summer olympics in the style of Albert Einstein

(O - |

"Why did the photon refuse to compete in the Summer Olympics?

Because it didn't want to be weighed down by mass and preferred to move at the speed of

light, where time dilation makes every event feel like a lifetime!”

Capabilities ...

Prompt: A stylish woman walks down a Tokyo street filled with warm glowing neon and
animated city signage. She wears a black leather jacket, a long red dress, and black boots,
and carries a black purse. She wears sunglasses and red lipstick. She walks confidently and
casually. The street is damp and reflective, creating a mirror effect of the colorful lights.
Many pedestrians walk about.

alral
cisco

H Help me write an RFP response why a customer would choose DNA Center

e Dear [Customer], e

Thank you for the opportunity to respond to your Request for Proposal (RFP) regarding the
selection of a network management solution. After carefully evaluating your requirements

and various poti hak hat Cigen DM Cantae e tho itaal ob 5

your organizstion. Atiow | (1. | Erd & i
co Entery Al - powered b

clsco
1. Unified Network Mana
entire network infrasts
can you write a python script to acdd a VLAN and SVI to a catalyst switch using the python
This unified approach bsooitonlid & " raness
library paramiko?
overall effciency.
2. Intent-Based Network
Networking, enabling @ Certainly! Here's an example Python script that uses the Paramiko ibrary to add a VLAN and =]

than manually configu

BUSINESS -

Answering RFPs,
Writing code ...

SV (Switched Virtual Interface) to a Cisco Catalyst switch:

MULTIMEDIA -
Text, Pictures, Video, ...

cisco Lz{@/
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Why is this happening now?

cisco W&. #CiscolLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 16
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Qutput
Probabilities

Linear

Add & Norm
Feed
Forward
g 1 ~\ | Add & Norm ﬁ
. Mult-Head
Feed Attention
Forward I Nx
\—
K Add & Norm
(‘" Add & Norm | Macked
Multi-Head Multi-Head
Attention Attention
A y) A g
\_ J 4 _J)
Posiliolnal D @ Positional
Encoding Encoding
Input QOutput
Embedding Embedding
Inputs Outputs

(shifted right)

Figure 1: The Transformer - model architecture.

cisco Lz{@/

Attention Is All You Need

Ashish Vaswani*
Google Brain
avaswani@google.com

Llion Jones*
Google Research
llion@google.com

Noam Shazeer*
Google Brain
noam@google.com

Niki Parmar*
Google Research
nikip@google.com

Jakob Uszkoreit™
Google Research
usz@google.com

Aidan N. Gomez* 1
University of Toronto
aidan@cs.toronto.edu

Lukasz Kaiser*
Google Brain
lukaszkaiser@google.com

Illia Polosukhin* *
illia.polosukhin@gmail.com

arXiv:1706.03762 [ecs.CL]

#HCiscoLiveAPJC ~ BRKENT-2209
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https://arxiv.org/abs/1706.03762

Foundation for
Transformer Models

Attention Mechanism - Overview

You have no problem interpreting “bank” in the following sentence:

“| swam across the river to get to the other bank.”

A machine needs some help...

I swam river (o get bank.

The goal of the attention mechanism is to add
contextual information to words in a sentence.

cisco M-/ #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 19



“Cambrian Explosion” of Models

Open Source

Closed Source ‘Mistral
A N

‘ Claude

{ A Dolphin

Gemini

Chat
GPT

O .-

Models - Various types, sizes, focus, ...

cisco W&-/ #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 20



20000

From Billions of Parameters ...
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1,000,000,000,000

To Trillions ...

500,000,000,000

Transformer -XL | &

@
GPT-3 '.',.

A2 @ i3 m o B

. 2018 2020 2023
cisco Lz{@/ 2
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1,000,000,000,000

To Trillions ... FUN FACT!

The human brain contains
86 billion neurons and over
100 trillion synaptic connections

500,000,000,000

Transformer -XL,Q'\-}';E

GPT-3 -:

Gl -Z‘DA

_ 2018 2020 2023
cisco Lz{/&/
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Overview -

Where is Cisco
Using Al/ML In
Products Today?

cisco Lz{/&/



Artificial Intelligence and Cisco

Al on Cisco -

Al in Cisco - Products to improve Al
Al to improve products /—\
e
= 9% - .

o
N

cisco W./ #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 25



Al-Powered Wireless Analytics

® Throughput ® Predicted Value Similar Event ® Issue

3Mbps

293Kbps

< 10Kbps | : {\ A : . ‘ : : ' ' . !

15:00  16:00 17:00 1800 1900 20:00 21:00 22:00 23:00 MNovi11 01:00 02:00 03:00 04:00

Throughput

Probable network causes

® Queue Packet Failure Rate (%) @ Similar Event @ Issue

Queue Packet
Failure Rate (%)

o " ' y - _ : ‘ - _ _ _ . NS10]

15:00 16:00 17:00 1800 1900 20:00 21:00 22:00 23:00 Nov11 01:00 02:00 03:00 04:00

® % Clients RS5| < -B0 Similar Event ® Issug
100

80 /45\
60

40

% Clients
RSSl < -80

20 _ ' _ _ _ _ . : . N 10

15:00  16:00 17:00 18:00 19:00 20:00 21:00 2200 23:00 New11 01:00 0200 03:00 04:00

cIsco '&/
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Al-Enhanced RRM

Catalyst Al-Driven RRM solution

Deep RF visibility & advanced control Proactive optimizations for all deployment sizes

Al Cloud
Al-Enhanced RRM algorithms

ﬂ Actionable @ —
insights -base
9 Anonymized @ data and
. RF data 4 P ) events
‘ | X1|| cisco Catalyst Center RRM control
g ~ _@ Center
A g Assurance and Automation populated
L ! | I-" ____),’_.. \ )
N @ @ Decisions
RF data e ™~ configured
. s via Cisco
I I Network infrastructure <4 DNA Center
Performance ———— o Automation
= - Catalyst® 9800 controller

\ Wave 2, Wi-Fi 6/6E APs
QORI [—— \ )
16 16 °
= Exceptional Al-Enhanced
= P
[

wireless experience!

cisco M- #CiscoLiveAPJC ~ BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 27



Al-Enhanced RRM in Action
Cisco Impact 2022

Initial Convergence
~3 Hours

Changes made at Night

Health stayed above 85%
(very good with load)

Manual Changes made last
day, easy to spot the
decrease in efficiency

cisco Lz{@/

RRM Changcs

Initial Convergence
II I|

User initiated venue wide
power 3 dB Increase

L | Minimal Changes (.8%)
during Busy hours

S ,__/ HEREER LN 1
/ = =t &=
\ *— After Hours Adjustments 4
RRM Pcrformancc . o II'\*
82% Good
= 89% Good 87% Good 13% Fair
7 % Fair 10% Fair

— T ——— T T

#CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public
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SLA Violations Across the World

Predictive Internet =i

CUSTOMERS COUNTRIES CITIES

cisco W- #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 29



Cisco Live Melbourne (Dec 2023)
Al Policy Assistant

u 4 Return to Access Control Policy
ACP - Production -
Packsts + @ Profiter fudes  + @ Decryption + @ Security Intelligence  + @ ldentity + @ AccessContrel  + @ Mo Targetec: 3 device
=
n ] Q Torigrues ¢+ = M m
PO|ICy Assistant |
£ Hame petien S [— Ports  DymamicAttributes Zones  Natworks  Pors sl O Al Assistant I,
Mandatory
. . ) ) . I'm trying to determine what rules are poorly written by analyzing
. . hare 9 NG rukes in this section  Add Rule o Add Category the number of hits, Can you show me the rukes with the least
« Reduces security policy i
H 1 External ek WHE Any any-lpvd -1 mens Aryy Any Any TEP_ 47001 Any
complexity e . . | O s s
— - end . : . There are five access control rules with low hit counts in the
1 3 Block Malwares ock ny A last 30 days,
. . . . 1 4 Block Toment SRk WHE Any & mon L t <* View detalls
- Optimizes policy for efficacy e
& efficiency
©F Regenerate |
- 2
[ >
A J
® 2022 Cisco X Ry D

cisco W- #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 30



Splunk Machine Learning Tool Kit (MLTK)

Every Search Can
Use Machine
Learning

> — Flash lights

Industrial Assets Send an

email

Email
— — File a
Consumer and

] ticket
Mobile Devices Splunk Tickets

L, t@r Trigger

process flow
OT Third-Party

Applications

@ > < Q Send a text
Smartphones
T and Devices

cisco W- #CiscoLiveAPJC ~ BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 31



Splunk App for
Data Science and Deep Learning (DSDL)

Extension for MLTK to operationalize advanced custom Al / ML use cases

- Built for Data Scientists

» Code Examples: Guided model building, testing, and R
deployment of deep learning frameworks B a= ()EZ\ penee [ S
+ Container Management: Containers & Models can be ; g =TT @A
productionized for scalability & optimization of resources, O —
e.g. CPU & GPU e W
ez i Notebook for Deep Learning App for Splunk

* Frameworks: PyTorch, Tensorflow, SpaCy, DASK, Rapids, i 33?3“:- o
- Extensible to operationalize any use case

Spark, Jupyter Notebooks & Tensorboard, ...
* Open Source: @

New frameworks & Python Libraries freely available for MACHINE LEARNING| SPLUNK APP FOR
integration into DSDL via github TOOLKIT DATA SCIENCE AND

AN § A Afna
{IA H‘A}u‘\ \.“;

Oty L
: , VAL AN
» Acceleration: Support for GPU accelerated machine WMWYV VA

learning and inference pipelines S SR e e T splunk

|
TATAYAN
A \,’ W

cisco W-/ #CiscoLiveAPJC ~ BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 32



Building Networks
for Al/ML
Workloads

cisco Lz{/&/



Cisco Silicon
Foundational Elements

Applications and Zero
Trust

Highly Programable

APIs

Cloud Management
® ®

On-Prem

Management

&——® Modern OS stacks

Physical and
virtual infrastructure

Cisco Application-Specific
—e
@rated Circuit (ASIC)

cisco W&-/ #HCiscoLiveAPJC ~ BRKENT-2209
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Fixed vs. Programmable Packet Processing

—> Example:
—> Ethernet
—> 1) Address

= Address
— i Table Table CI1SCO
—>
— > 8 CloudScale
—> 2 Ethernet MPLS IPv4
— Logic Logic Logic Logic Cisco
— CloudScale

ASIC

Fixed Pipeline: features and functionality are baked-in at design time Want to know more about

Cisco Silicon for Al?

BRKARC-2095
You declare which You declare what tables are needed and how packets are processed Cisco Live US 2024

headers are recognized )

r 1

—> Example:
—>
—> <@ i
— 2 cisco
— E o
N —p
- s 2
®© ©

— > 50
> e
—» & Cisco

> Silicon

One

Programmable Pipeline: all stages identical, customer-defined match-action logic
cisco W&-/ #CiscoLiveAPJC ~ BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 35



Al - Stages

ﬂl’raining Data ) ﬂl’raining
o C Trained
- Model architecture
NS NG
/Validation Data ) ﬂl’esting
Validation > Trained

Model

NS NG

/Real Data N /Inferencing

> Trained Predictions

Model

NS NG J

Cl S co M./ #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public



Al - Network Type Fundamentals

Frontend

(" nc U i \ Network

L&

111 111

¥ Gpu Fe—>]GPU - Scale-up

e

e

g 'IH Network
1111 X ey e
slGPUFe—pJGPUM— | e
TTT o e
NVUNK/XGMI/ | e sockend
ETHERNET |
\ J AAAAAAAAAAAAAAA Scale-out
Network

cisco W&./ #HCiscoLiveAPJC ~ BRKENT-2209
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RDMA - Remote Direct Memory Access

- Allows application software to
communicate directly with the
hardware (RDMA NIC)

- Bypasses OS stack

- RDMA delivers, low latency, high
throughput, zero copy capabilities
- RDMA Hardware Technologies

- RoCEv2: RDMA over
Converged Ethernet

- iIWARP: RDMA over TCP/IP
« Infiniband

cisco Lz/&/

#CiscolLiveAPJC

Client

SMB
Client

\

SMB Direct

NDKPI |

RDMA

BRKENT-2209

File
Server

SMB
Server

/

SMB Direct

NDKPI

Ethernet
or

InfiniBand

© 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 38




Why does the network matter for AI/I\/IL’?

s Execute instructions on GPU(s) l /.

*  Compute the calculations
to inference / train a model

Barrier operation

Wait for everyone to complete |51 ee i Notify Send results of the computation

Creates synchronization between GPUs
GPUs are engaged to a ‘ready state’
for the next stage of the job

* GPU-to-GPU Memory transfer
All-to-all Collective
(Everyone sends to everyone,

eg: All-Reduce)
Computation stalls waiting for the slowest path

Job Completion Time (JCT) is based
on the worst-case tail latency

* High bandwidth compute can
saturate network links

cisco W&- #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 39



Data Center Quantized Congestion Notification

- IP ECN (Explicit Congestion Notification) or PFC
(Priority Flow Control) alone cannot provide
a valid Congestion Management framework

- The two of them together provide the desired result
of having lossless RDMA communications across
Ethernet networks (this is called DCQCN)

- The requirements are:
- Ethernet devices compatible with both techniques
- Proper configurations applied

- Elephant v. Mice flows
- AFD and Smart Buffers

cisco W-/ #CiscoLiveAPJC ~ BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 40



RoCEv2 as a Scale-out Transport Protocol

Good, but can be improved upon

PFC Requires Intense Buffering @
125\

‘% Victim flows, congestion trees, PFC storms and deadlocks

Go-back-N retransmission @

CQED Congestion control relies on pause and timeout

#CiscoLiveAPJC ~ BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 41



Perfect Load Balancing and Congestion Control Exists Today...

...Inside distributed systems by Cisco’s perfectly load-balanced,
congestion-free fabrics.

Todays hardware-based output-queued crediting mechanism used in our class-leading modular chassis can be applied at the
network level with Cisco Scheduled Ethernet, removing the network barrier to job completion time

Traditional ECMP Ethernet Traffic Scheduled Ethernet
Pattern by Host Enabled Traffic by Host

(7Al

Primed

. B : Synchronizing Begins Sooner
pelliTeRchia ol el Job Completes 2x Faster!

Cisco Live US 2024~ check out BRKNWT-3406
for a deeper dive into Scheduled Ethernet!

cisco W&./ #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public
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Cisco Silicon One - Evolution

16nm 7nm 5nm
A | |
[ | [ | [
8100 Series * ol * NI ° afian]ee I i
DC Switching CcISco cisco cisco cisco
. Silicon One Silicon One Silicon One Silicon One
bSUNI[ Q100/L Q2xx/L G100 G20x
\ J
| |
56G SerDes 112G SerDes
(400G optics) (800G optics)
cisco W-/ #CiscoLiveAPJC ~ BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public




Cisco Silicon One G200
Uniquely efficient and Optimized for Al/ML

One architecture

A simpler and easier network to maintain

High Performance

2x higher performance than G100

Sustainability via
technology

2x more power efficient than G100

Ultra-low latency
2x Lower Latency than G100

Optimal network design

512-wide radix enables
flatter, more efficient networks

Fully shared packet buffer

Optimal fairness, burst performance, JCT

cisco Lz/&/

<

51.2 Tbps

i
CISCO

Silicon One
G200

(7Al

Primed

#CiscolLiveAPJC

-
2

o

435B+

Q

Advanced 112 Gbps SerDes

Cisco designed next-generation ADC SerDes
Support for Optics, 4-meter DAC, LDO and CPO

Advanced load balancing

Non-correlated WECMP avoids hash polarization
Congestion-aware stateful load balancing
Congestion-aware packet spraying

Link failure avoidance

HW based traffic link failure redistribution optimizes
real-world large-scale deployments

Programmable processor

Deterministic ultra-low latency processor
with run to completion for ultimate flexibility

Lookups per second

Enables advanced features like SRv6 uSID

Deep visibility & Analytics
In-band telemetry including emerging protocols
Hardware analyzers enable post event
debuggability

© 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 44



Cisco 8122-64EH
(Al

Primed

Hardware Summary

Single 51.2T G200 ASIC (5nm)
256 MB SRAM packet buffer

Quad Core x86 CPU
64 GB DRAM

RS-232, and 10 GbE control plane expansion.
1 GbE Management Ports
2xSFP+ PIE (Punt-Inject Engine) , 1xUSB 2.0

4 Fans, 1+1 PSU Redundancy
Port Side Intake airflow

2kW AC & 3kW AC & DC PSUs

(H) 3.45x (W) 17.3 x (D) 24.7 in.
(H) 8.76 x (W) 43.95 x (D) 67.4 cm
63.5 Ibs (29.5 kg)

cisco Lz{/&/

A 64x800G . .
SONiIC " Slzant

Shipping Q3 2024 G200

51.2T G200 Optimized for high-radix DC and Al applications
2x400 GbE per cage

ETC 800 GbE support

Lowest power consumption per-bit switch

512 x 100G — full 512 interface network radix

Exceptional Serdes performance for powering LPO optics

#CiscoLiveAPJC ~ BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 45




Al Ethernet Fabric Options

Enhanced Ethernet Scheduled
Ethernet

Endpoint
Stateful Spray & Re-order Controlled Spray & Re-order
Load Balance Stateless ECMP Flow/Flowlet in SmartNIC adaptive packet in leaf
spraying
Congestion IS
Fabric Congestion g . Congestion Reaction with congestion influenced Congestion
Reaction with . C ) >
Management score to adjust distribution Congestion Avoidance
ECN/PFC
Management
Link Failure Software Hardware
Job Completion Time Good Better Even Better Best
Coupling between
NIC and Fabric No M No
Place in Network Frontend, Backend Backend Frontend, Backend

Effectiveness IS dependent on Effectiveness IS NOT dependent on
Traffic Characteristics Traffic Characteristics

cisco W&./ #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 46



Ultra Ethernet - Vision

Deliver an Ethernet based open, interoperable, high performance, full-communications stack
architecture to meet the growing network demands of Al & HPC at scale

cisco Lz{@/

#CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public
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As performant as a

THE NEW ERA supercomputing interconnect
NEEDS A As ubiquitous and
NEW U/U’Oitncl nel cost-effective as Ethernet

NETWORK

As scalable as a cloud data

\ L center )
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Want to Know More? BRKNWT-2407 - Cisco Live US 2024

Available in Cisco Live Online Library

alvaln, ) )
CISCO The bridge to possible

Building Ethernet Al Fabrics
Ramesh Sivakolundu Wlth Slllcon One

Director, Technical Marketing DeSignS’ ViSion’ and Cha”enges

Scott Carter

Leader, Product Manaaement

#CiscoLive
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Why Networking is Relevant to Al Deployments
LLMs are orders of magnitude more intensive than DLRM

Ve Ve
Ve Ve
Ve =

e

Large Language Models

Deep Learning Recommendation Models
Search, Feed ranking. Ads & content . .
: Intricacies of human language

recommendation
Inference needs 10s of Petaflops for 1 sec TTFT

Inference needs a few Gigaflops for 100ms TTFT
Generate intelligent, creative responses

Narrower scope, domain specific
Training : ~1 Petaflop/ sentence

Training: ~100 Gigaflop/ sentence
An Improved user experience means a faster time to first

token, making distributed inference an imperative
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On-Prem Al

Solutions

Open Source LLMs with Cisco
UCS and Nexus
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On-Prem Al Solutions:
Business Challenges of Proprietary GenAl Systems

1. Cost: Cloud-based GenAl solutions are becoming a lucrative
source of recurring revenue for OpenAl, Google, Anthropic, etc.

2. Privacy and Security: Commercially available LLMs are something
of a “black box” for users. The users have no control over how
they were trained, bias, etc.

3. Training Gap: Models are usually months or years out of date.
Requires Retrieval Augmented Generation (RAG)

4. Fine Tuning: Cloud-based LLMs are “foundational models” and
lack fine tuning for certain use cases
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Meta has a different Approach - open source Al
LLaMA (Large Language Model Meta Al)

LLaMA (Large Language Model
Meta Al) is an LLM released by
Meta Al in February 2023

Mar 3, 2023 (a week after

it’s release) LLaMA’s model
was leaked to the open source
community

Unlike other LLMs, Meta
LLaMA is now available to the
Open Source community

~ Hugging Face

The Al community

building the future.
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Open Source Al and Responsible Al Use

With the emergence of Generative Al,

we are evolving our RAI framework and
} Cisco believes in data privacy controls to surface new variants of

issues, such as (but not limited to):

Cisco has a Responsible Al *
(RAI) framework and controls .

} around transparency, fairness, .
accountability, privacy, security

False content
Hallucinations
Bias

Unanticipated output
Differing Open

and reliability - Harmful output Source
- Deep fakes licenses and
use
Please keep in mind that open source Al tools and capabilities may
or may not have been checked against issues such as these (or others).
As such, please use any such tools at your own risk, and
in accordance with any applicable Al policies from your organizations. v
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“Working Closely wi
it easier than ever
obtain the infrastry
benefit from Al ”

Jensen Huang
Founder and CEO, NVIDIA

th CiSCO, we're
for enterpri
Cture they n

Makin
Ses tg
€ed tg

Nexus Al Networking
cisco M,/ HCiscoLiveAPJC  BRKENT-2209
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Splitting Al Model Across GPUs

Pipeline Parallelism
Different layers to different GPUs. bk _
Usually on GPU on different hosts = B = =
(lower b|t rate) GPUO GPU 1 GPU 2 GPU3
Tensor Parallelism
. . / c A X |B @
Layer computations sent to different e erve
GPUs. Best for multi-GPU single host .
(higher bit rate)
CISCO W./ #CiscoLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 55



=
=
—
O
-
D
O

cisco Lz/&/



Demo
Multi-GPU Multi-Host

[ I }
Intersight

* Deploy Server Profile
+ OS (ubuntu) & Al Tools

!

Open WebUTI

\[LLM LLM Server @API

Clustering Framework

Al

nvipia Enterprise GPU Driver & CUDA

Ubuntu Operating System

HARAAR
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And Keep in Mind
[ Nvidia H100 GPU
up to 70B parameter
models, 8-bit quantized

You can

, almost no matter what
hardware you can get your hands on ...

Model quantization is the process of reducing the precision of a
model's parameters from floating-point to lower bit-width
representations (such as 8-bit integers) to decrease its memory
footprint and computational requirements while aiming to maintain
accuracy.

Gaming PC / Mac,
larger / discrete GPU
up to 30-40B

parameter models, 4-
bit quantized

M Blog Discord  GitHub

Generic PC / Mac, f;}
no GPU or small GPU
up to 7-15B parameter

models, 4-bit quantized Oetupandnunning with large

https://ollama.com/library PR

ma and other

and create y¢

Raspberry Pi 5 _

up to 7B parameter
models, 4-bit quantized
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Large Language
Models (LLMs),
GPTs, and more ...
and their use In
Networking
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Langchain
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The
LangChain
Ecosystem

LangSmith

LangServe

Templates

LangChain

Chains Agents Retrieval Strategies

LangChain-Community

Model I/O Retrieval

LangChain-Core

LCEL - LangChain Expression Language

Parallelization Fall

#CiscoLiveAPJC ~ BRKENT-2209

Chainsg as Rest APIs ® Python

Reference Applications @ Pythan

& Pythan

Agent Tooling

B JavaScript

Debugging
Playground
Evaluation

Annotation

Monitoring
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An Open-Source Framework for Al Development

- Python or Integrated openAl
Javascript Options for private LLMs
* Highly Evolving quickl i
abatracted volving quickly and daily
“Like developing on wet cement”
- Easy
_ LCEL (Langchain Expression Language)
- Accessible
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A High-Level LangChain Abstraction

Data connection

Source

O
e o
O B8
Do

D Q
oR &
D @

cisco Lz{@/

Load

XXXXXXXXXX
XXXXXXXXXX
XXXXXXXXXX
XXXXXXXXXX
XXXXXXXXXX
XXXXXXXXXX

Transform

XXXXXXXXXX
XXXXXXXXXX

XXXXXXXXXX
XXXXXXXXXX

XXXXXXXXXX
XXXXXXXXXX

#CiscolLiveAPJC

Embed

0.5,0.2...01,09
-01,0.4..14,59

0.2,0.7...2,-1.2
41,3.4..-15,25

5.5,-03...08,23
21,01..-1.7,09

BRKENT-2209

Store

0.5,0.2...01,09

21,01..-17,09

Retrieve

XXXXXXXXXX
XXXXXXXXXX

© 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public
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Vector Store

Vector Stores

1. Load Source Data

+ 0

a&eao
E]@_g“
Yge

Den

cisco Lz{@/

Vector
Store

Embed

5 -03
21,01

2. Query Vector Store

XOOCOEXAA XX AKX X
JOOOOOOCXXAAXX XK

XXXXAXRXAXXNXX XX
XXXKAAKHIAAKNK

3. Retrieve ‘'most similar’

#HCiscoLiveAPJC ~ BRKENT-2209
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#Load OpenAI API Key
os.environ["OPENAI_API_KEY"] = openai.api_key

#Setup Loader - in this case a PDF Loader
loader = PyMuPDFLoader("cisco-annual-report-2022.pdf")

# Load and split the pdf into pages
pages = loader.load_and_split()

# setup a text splitter

text_splitter = RecursiveCharacterTextsplitter(
chunk_size=250,
chunk_overlap=20,
length_function=len,

# split the pages into smaller chunks called docs
docs = text_splitter.split_documents(pages)

# transform to embeddings

embeddings = OpenAlEmbeddings()

# setup and store docs and embeddings into ChromaDB
vectordb = Chroma.from_documents(docs, embedding=embeddings,

persist_directory=".")

#Make the database persisten
vectordb.persist()

# setup memory so it remembers previous questions and answers
memory = ConversationBufferMemory(memory_key="chat_history", return_messages=True)

# perform the Conversa
ga = ConversationalRetri

P P ol g e e PN

tional Retreival Chain
g

P Eo P

#Run the question

evalChain.from_llm(OpenAl(temperature=8.5) , vectordb.as_retriever(), memory=memory)

question = "Who is the senior leadership team at Cisco?"

result = ga.run(question)

#Print the results to the screen
print(result)

cisco Lz{@/
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Advanced RAG - RAG-Fusion

Part 6: RAG-Fusion

Flow:
e
& =re= (|---> =)
Documerts ‘\
'/,7 Vectorstore \.\
_ - - i O
Question ‘:1'__--_> QR -----1 CF Faiss > |= __>W__> %} - Answer
Tees S L_d Documerts -’
N Vectorstore K
\ — .
1 W (---> |= '
R Documerts
Vectorstere

rag-from-scratch/rag _from_scratch 5 to 9.ipynb at main - langchain-ai/rag-from-scratch - GitHub
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https://github.com/langchain-ai/rag-from-scratch/blob/main/rag_from_scratch_5_to_9.ipynb

The drawbacks and flaws of RAG approaches

RAPTOR: Recursive Abstractive Processing for Tree-Organized Retrieval (arxiv.orq)

Nevertheless, existing retrieval-augmented approaches also have flaws. The one we tackle is that most existing methods retrieve

only a few short, contiguous text chunks, which limits their ability to represent and leverage large-scale discourse structure. This is

particularly relevant for thematic questions that require integrating knowledge from multiple parts of a text, such as understanding

an entire book, as in the NarrativeQA dataset (Koc€isky et al., ). Consider the fairy tale of Cinderella, and the question “How did
Cinderella reach her happy ending?”. The top-k retrieved short contiguous texts will not contain enough context to answer the

question.
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https://arxiv.org/html/2401.18059v1

Look familiar? Like a Well Designed Data Center!

RAPTOR Tree Formation of one tree layer Contents of a node
6 7 8 q-..\ Index #8
Root layer il | B 2. Summarization \ Child Nodes: 2,3
el
AV e by LLM \

nodes 2 and 3

Text: summary of
Y :

N . Text Embedding
Leaflayer v 2 3 4 5 1. Clustering ) []

B ]

[V,

Text chunks
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RAPTOR
(Document tree at varying levels of abstraction)

Leafs
(RW plocumen‘ts)
Ii ‘u
=\ Cluster
| | C|us.‘ters Summar‘y
: I —
= =1 —=! 5
! : : Clusters | Roct |
1=| — i | Summary |
N | Embed + Cluster Summary H 1Embed + Cluster | Summry .
! — . :
: ; L ; : |
—1: i H i !
! ! L ! :
'Summaries that integrate |
— ' ! -
=1 rinformation across docs '
N vV '
-5 . i
L} |
) |
> {} e e R LI LS L EE LR
More abstract, high
Raw documents 1 1
Vectorstore evel summary

langchain/cookbook/RAPTOR.ipynb at master - langchain-ai/langchain - GitHub
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Open Source: Free; Private; Local

. @I

Get up and running with large
language models.

Run Llama 2, Code Llama, and other models.

Customize and create your own.

cisco W&- #CiscolLiveAPJC BRKENT-2209 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 71



Open WebUI

Open WebUI

Open WebUI is an extensible, feature-rich, and user-friendly self-hosted WebUI
designed to operate entirely offline. It supports various LLM runners, including Ollama
and OpenAl-compatible APIs.

() stars 13k ()Forks 1.3k () Watchers 76 EECIFEREPARIY NELFIEGEEES SR RV IONCE NS
last commit last wednesday m 7482 / 1 @ Discord Open WebUI :

@ rovens @ image Coment: Tree, Sunset. Reflection Explanation: The imag

2 Modtbes lava:latest (4.4G8)

. You

Describe what's in the imags
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Pick Your Model(s

fg[ Models

Filter by name..

llama2

Llama 2 is a collection of foundation language models ranging
from 7B to 70B parameters.

L 1M Pulls  Cy 102Tags (& Updated 2 months ago

gemma

Gemma is a family of lightweight, state-of-the-art open models
built by Google DeepMind. Updated to version 1.1

4, 642.8K Pulls 5 102 Tags (O Updated 3 days ago

mistral
The 7B model released by Mistral Al, updated to version 0.2.

4, 524.8KPulls & 68Tags (O Updated 2 weeks ago

codellama

Most popular

gemma

Gemma is a family of lightweight, state-of-the-art open models
built by Google DeepMind. Updated to version 1.1

&, 6428K Pulls (D Updated 3 days ago

latest D 102 Tags ollama run gemma I

Updated & days ago al2crif4d0als - 5.0GB

model gemma 9B 4-bit
license
template

params

cisco Lz{@/
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Foundational vs. Fine Tuned Models

—

' Confidential
. Documents

Private
Images

Financial
data

e ) )

|
|
Pll data ]
|
-

—

CISCO

Training

Foundational

Model
CLelo)
- ' Dodans .
= i Fine
@/0% s luning
Pk

Foundational models can be
fine-tuned for specific tasks

#HCiscoLiveAPJC ~ BRKENT-2209 © 2024 Cisco an

Industry

Specializations

Healthcare

Legal Analysis

Writing Code

Power Utilities

Fintech
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Fine Tuning

Fine-tuning is the process of taking a pretrained machine
learning model and further training it on a smaller, targeted,
domain-specific, data set. The aim of fine-tuning is to
maintain the original capabilities of a pretrained model

1. Setup: Loading our dataset and filtering down to one domain to fine-tune on.

2. Data preparation: Preparing your data for fine-tuning by creating training and validation examples, and uploading them to the Files
endpoint.

3. Fine-tuning: Creating your fine-tuned model.

4. Inference: Using your fine-tuned model for inference on new inputs.

https://github.com/openai/openai-
cookbook/blob/main/examples/How_to_finetune_chat_models.ipynb
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RAFT (Retrieval Augmented Fine Tuning)

Bake in Knowledge ﬂ N s
at Train Time @

Model can use
External Docs at Test

Teach Model to

( NP
use External Docs at Test/ - _,@.:
— &=

query

“Closed book”

00
({1;\ ‘ . — (answe
--

”Open book”

RAFT (Proposed)

RAFT: Adapting Language Model to Domain Specific RAG (arxiv.org)

RAFT (Retrieval Augmented Fine-tuning):

A new way to teach LLMs (Large Language

Models) to be better at RAG (Retrieval Augmented Generation) (microsoft.com)

cisco Lz/&/
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https://arxiv.org/html/2403.10131v1
https://techcommunity.microsoft.com/t5/ai-ai-platform-blog/raft-a-new-way-to-teach-llms-to-be-better-at-rag/ba-p/4084674
https://techcommunity.microsoft.com/t5/ai-ai-platform-blog/raft-a-new-way-to-teach-llms-to-be-better-at-rag/ba-p/4084674

Demo Time!
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Learn how to build your own

Unlock the Future:

Introduction to GenAl and Retrieval Augmented
Generation (RAG) techniques for your networks

Patrick LeMaistre Solutions Engineer

Prapanch Ramamoorthy Principal Engineer

Dave Zacks Distinguished Engineer

BRKAPP-2562

cisco M/
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Keynote Deep Dives

Experiences
Amplified:

How Al Can Fuel
Better Employee
and Customer
Experiences

Level 1
Room 106

Smart, Secure,
Seamless:
Transforming
Experiences with

Next-Generation
Networking

Level 2
Room 204

Harness a Bold
New Era:
Transform Data
Centre and

Service Provider
Connectivity

Level 2
Room 203

Wednesday
10:30am -11:30am

A\
fl
©),

. ,——f‘j::/

Securing User to
Application and
Everything in
Between

Level 2
Melbourne Room 2

/

—
Unlocking
Digital Resilience
through Unified
Observability

The HUB
Centre Stage

#CiscoLiveAPJC



Complete Your Session Evaluations

Complete a minimum of 4 session surveys and the Overall Event Survey to
claim a Cisco Live T-Shirt.

:@,\73 Complete your surveys in the Cisco Live mobile app.
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- Visit the Cisco Stand
for related demos

- Book your one-on-one
Meet the Expert meeting

Continue

\ - Attend the interactive education
: with DevNet, Capture the Flag,
and Walk-in Labs

your education

- Visit the On-Demand Library
for more sessions at
www.CiscolLive.com/on-demand
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Thank you
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