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Cisco Webex App

Questions?

Use Cisco Webex App to chat

with the speaker after the session

How

' Find this session in the Cisco Live Mobile App

. Click “Join the Discussion”

‘ Install the Webex App or go directly to the Webex space
‘ Enter messages/questions in the Webex space

Webex spaces will be moderated
by the speaker until November 15, 2024.
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- Al/ML Applications

- What Are Their
Requirements?

- Building a High-
Performance Al DC

- Conclusion
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Al Is everywhere!

Hey Siri what came first the chicken or
the egg

Chicken, egg, chicken, egg, chicken,

Self-d riving vehicles egg, chicken, egg... Oops. Stack
overflow.

ki s ongobe aget AL stz ¢ Jpenseqe e e rs el

o Conversational agents
pisergion AL

Machine translation

Related products with free delivery on eligible orders

[T

M. 2 MY ©
Analysis of medical images

$699.99 prine

Image generation

L1 Sese el §
$229.99 Jprime

W / Recommender systems
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Let’s Talk about
Al Infrastructure
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FULL DATA CENTER WITH 32,000 GPUs

Al FACTORY FOR THE NEW INDUSTRIAL REVOLUTION

645 exaFLOPS of Al performance
13PB of fast memory
58PB/s of aggregate NVLink bandwidth

16.4 petaFLOPS of In-Network Computing

#CiscolLiveAPJC
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What do | actually need?

CISCO Lt/&./ HCiscoLiveAPJC
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Machine Learning Overview

Training Data Training

GED == |

- Model archltecture

Validation Data Testing

Real Data Inferencing
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Model Architecture
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Model Training

cisco Lz{/&/

hidden layer 1 hidden layer 2

Feed forward phase



Model Training
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hidden layer 1 hidden layer 2

Back propagation phase

"e
W
> ©

output layer



Model Training

cisco Lz{/&/

hidden layer 1 hidden layer 2

Optimiser phase
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Putting the “Distributed” in Distributed ML Training

Training Untrained
data Model

____________________________________

/Node 1 )
J
I
\ /

_ /Node N A Trained Model
\ /
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Putting the “Distributed” in Distributed ML Training
Model Parallelism

Training Untrained Trained Model

data Model

___________________________________
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Putting the “Distributed” in Distributed ML Training
Data Parallelism

Trained Model

Training Untrained
data Model

____________________________________
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/GPU: 0 )
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Distributed Training - Naive approach doesn’t work

/GPU: 0

~

g )

4 )

GPU: N

r
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Nvidia Collective Communications Library (NCCL)

cisco Lz{/&/

AllReduce
/GPU: 0 />~CGPU:% o \~/ PU: N h
\il Optimiser ‘i \il optimiser
| e : . - /
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Model Inferencing

input layer hidden layer 1 hidden layer 2 output layer

Inferencing (Feed forward phase only)
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Impact of Retrieval Augmented Generation

These embedding models need to
be run close to the data

(5 1
1 1
: Document Chunking Document Embedding :
1 Oeccee I
| o | oo — ( ‘
o 1
i Data — Top K Chunks
: Ingestion ~ -=---------- ? Embedding | =~ ? Vector [ [ ) Re-ranking
“F_{_t_jn_lg """"""""" Model ["7777 777777 DB | /= Model
etrieva ﬁ % %
SyntheSis Embedding Query Vector Index Search
5GB (sGB 5G8B
GPU GPU j\ GPU
cisco W&./ #CiscolLiveAPJC BRKDCN-2613
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GPU

%

“42”
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WHY ARE GPUs GREAT FOR DEEP LEARNING?

Neural Networks Higher layer

Inherently 7 (Model V3?)

Parallel
Matrix
Operations v

FLOPS v

Higher layer
(Model V2?)

Model V1

GPUs deliver --

. e Inputimage
same or better predlctlon accuracy

faster results

smaller footprint [Lee, Ranganath & Ng, 2007]
lower power

<ANVIDIA
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Generalised Al Infrastructure

Management

Frontend Network Storage

“Al” Servers

Intra-host
interconnect
e.g. “NVLink”

Inter-host interconnect ——
e.g. “Infiniband”/RoCE

Backend Network

cisco M./ #CiscoLiveAPJC BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 28



When do GPU interconnects matter for
inferencing?

LLM LLM LLM

Llama 3.1 8B (FP16) Llama 3.1 70B (FP16) Llama 3.1 405B (FP16)

|
|
}
: CPU/Memory/Storage
\

CPU/Memory/Storage CPU/Memory/Storage CPU/Memory/Storage
| e e e e e e e e e 2. e e e e e e e e e e b e e e e e e e e e e e e e oy Y M M .
Host Host Host Host
Intra-host and inter-host GPU Inter-host GPU interconnect Intra-host and inter-host GPU
interconnect not required not required interconnect required
W / *KV Cache, inferencing server optimisations, etc. ignored for simplicity
cisco & #CiscoLiveAPJC BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 29



Example Infrastructure Requirements by Workload

Workload type

Al Accelerator
(GPU)

Cluster size

Intra-host GPU
interconnect (e.g.

NVLink)

Inter-host GPU
interconnect
(“Backend”
network)

“Frontend”
network

Small* model
inferencing / RAG

Maybe

Large* model
inferencing / RAG

Yes

Fine Tuning

Yes

Small* model
training

Yes

Large* model
training

Yes

0-2 GPU per 2-8 GPU per 4-8 GPU per 2-4 GPU per 8 GPU per server
server server server server
0-100’s 0-100’s 20-80 GPUs 20-80 GPUs >1000 GPUs

Scales horizontally
with request rate

Scales horizontally
with request rate

~10’s of servers

~10’s of servers

100s of servers

No Maybe** Maybe Yes Yes
No Probably Not** Maybe Maybe Yes
200-400G RoCE 200-400G RoCE 200-400G
RoCE/Infiniband
“Any” 100-400G 100-400G 100-400G 100-400G

* “Small” and “Large” here are relative to the size of the GPU. i.e. Small can fit in memory of a single GPU.
** Depends on parallelism strategy, e.g. Tensor Parallel, Pipeline Parallel, etc.

cisco Lz{/&/
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Al/ML Backend Network Requirements

Driver

€N

Non-Blocking,
High Bandwidth

Data transferred
during training
increases at almost
6x model size

2

Eis

Lossless

2% packet loss can
cause training to be
8x slower

3

L

LIJ

j il

Er

Low, Consistent
Latency

:

-1!

Increased network delay
and variance degrade
distributed training
performance

Solution

cwcoé&h@/

400/800G
Dynamic Load Balancing
Static Pinning
ECMP with UDF

RoCEv2
DCQCN (PFC/ECN)
Dedicated buffers

#CiscolLiveAPJC

BRKDCN-2613

Optimised ASICs
Rich QoS

Intelligent Buffer
Management

4

Operations

Al Infrastructure is
expensive, downtime
and performance
degradation are
expensive

Al Fabric Automation
Al Fabric Visibility
Telemetry

© 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public
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Collective Communication between GPU Servers

1 ~J -~
1

! ~
i = ~

NICgNIC l NICgNICgNIG . l NIC gNIC l NICgNICgNIG . l
102 41 516 102 4 5 16
1 1 1

Host-1 Host-2
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Collective Communication between GPU Servers

SOVRGHES

b —————————S ————=—=—====— )

Host-1 Host-2
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Collective Communication between GPU Servers

c1sco 'p/‘/
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Collective Communication between GPU Servers

|\ J \ J
Host-1 Host-2
w Port 1 on all hosts connects to Leaf-1, Port 2 on all hosts connects to Leaf-2, and so on.
tlgco & #CiscoLiveAPJC BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public
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Rails Design for Inter-GPU Network

Using Cisco Nexus 9364D-GX2A switch (64 port x 400 GbE)

Spine-4

Leaf-1

1
h
P! !
S HFREEE

J
Host-1 Host-2

. Port 1 on all hosts connects to Leaf-1, Port 2 on all hosts connects to Leaf-2, and so on.
tisco Love!
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512 GPU Cluster Connected at 400G per GPU

Rails Design

Spine-1 Spine-2 Spine-3 Spine-4 Spine-5 Spine-6 Spine-7 Spine-8

\‘«\ \
\§§\\§Q\\

—
\\\:\\\\\\\‘\ T

Server-1 Server-2  Server-3  Server-4 Server-5  Server-6  Server-7  Server-8 Server-9  Server-10  Server-11  Server-12 Server-61 Server-62 Server-63 Server-64

s GPU NICT
s GPU NIC2 s 400Gbps

m— GPU NIC3
cisco W&./ #CiscoLiveAPJC BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public



Fabric Load Balancing - The challenge

Default ECMP load-balancing
based on Layer 4 UDP flow

UDP Flow |

UDP Flow :E
‘ 100%
UDP Flow |
o § utilisation

UDP Flow |

Al/ML backend
network traffic
(RoCEv2) has
very little
entropy

UDP Flow |

& Non-uniform link
utilisation

UDP Flow |

UDP Flow [
' 60%
UDP FI :'E I
o | utilisation

cisco M. #CiscoLiveAPJC BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 39



Fabric Load Balancing - The solutions

ECMP with UDF
Load-balance based on IB
destination queue pair

= 82%
T— utilisation
= /8%
= utilisation

e

Non-Blocking,
High Bandwidth

Static Pinning Dynamic Load Balancing (DLB)
Statically pin all traffic on an ingress Dynamically load balance flowlets
port to an egress port and vice-versa based on real-time link utilisation

@ Nearly uniform link utilisation )

cisco Lz{/&/
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RDMA Over Converged Ethernet - RoCE/RoCEv?2

System
Memory

IB Network

_|
ﬁg;c'ﬁr IB GRH ('E4BJDHF:) IB Payload ICRC
EthL2 |Z'm UDP IB BTH+
Lae!
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Congestion Control

. Priority Flow Control (PFC)

- Explicit Congestion Notification
(ECN)

. Data Centre Quantised
Congestion Notification
(DCQCN)

- PFC + ECN
. See BRKDCN-2921

cisco Lz{/&/
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Nexus Dashboard Fabric Controller

Create Fabric

NYK Cloud Scale Plattorm WQueuing Policy

o e i I Queuing Policy for all 92xx, -EX, -FX, -FX2, -FX3, -GX
series switches in the fabric
Edit interface(s)
NIK R-Series Platform Queuing Policy
I Select an Optior I (Queuing Policy for all R-Series switches in the fabric feenal Sl far the restace
Other N9K Platform Queuing Policy
Select an Optior I Queuing Poliey for all other switches in the fabrie
. . Enable Interface®
Enable Al / ML QoS and Queuing Policies 8 o e o e
Cenfigures QoS and Queuing Policies speacific to NOK
Enable Netfiow
Cloud Scale switch fabric for AL/ ML network loads O : ’ Natflow is supparted sy ¥ % s snabiad on
vz
Al / ML QoS & Queuing Policy* Netflow Menites
[ Al Fabric_QOS.100G B ] Queuing Policy based on predominant fabric link speed: [P
400G [ 100G / 25G
Netflow Sampler
AlFabric_QO5_400G | | et samcirrame spcasi o w7k e
X Enable MACsec in the fabric Enable priarity flow control
Al_Fabric_.Q0S_100G v -3 Enati piory Now coniral
. Enable QoS Configuration
Al_Fabric_Q0OS5_25G Enab 1o canipas 05 Polcy for s
Cisca Type 7 Encrypted Octet String inttace, It AIVAL Quoung 8 316D e T

s, il st the GOS.CLASSIFICATION ptcy.

Encer a cusiom poliey buiow 10 cvurride

Custom Qo§ Policy

Custom Q08 Poiicy must e defiad previnusly

Custom Queuing Policy

Day0 Provisioning for Al/ML Networks

[ S ————

Custom QoS Classification/Marking

cIsco '&/
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Nexus Dashboard Insights @

€ Interface Details for eth1/1/4 on LEAF2-GX-MPOSA X
Interface Details for eth1/1/4 on LEAF2-GX-MPOSA 20X ECN Details
S —— Total ECN @ Current Updats evey 1m
Overview  Multicast Emm and smla:ﬁ Anomalies
250.67M
Bandwidth Updatos every tm &
o) c-out-Sq-q-default b
Utiization 0=
W Recve: 1% 2 ok
W Transmit: 1% * o
0406 7 T oea0Pm T 5T 0530PM 0548
ox
04:23PM 04:40 PM 04:56 PM 0513 PM 05:30 PM 05:46 PM 06:03PM
10
2095 Waps N ““’“‘“"‘
W Recsive: 39 Mops a7 . §
W Transmit: 558 Meps BATMop i
FYETE (R ceaom T 513 oM 530N 0548 P
04:23 P 04:40 PM 04:56 PM 0513 PM 05:30 PM 05:46 PM 06:03 PM
c-out-8g-2 ke
0
Congestion Score Updates every 1m s
i : D4:06 PM 04:23PM 04:40 PM 04:56 P 0513 PM 05:30 PM 05:46 PM
© Healthy
o 25087M
25067
125330

0
Congestion Score ;
0w " 0406 P\ 0340PM 051370 05:46PM
View Queue Scares »
0

04:40 W 0513PM 0545 PM cout8aqé ‘
0=
5

Congestion Scores Network Hotspots PFC, ECN Statistics
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Building a 400Gbps Back... A

Table of Contents

Introduction

RoCEv2 as Transport for Al Clu...

Al Clusters Require Lossless N...

How to Manage Congestion E...

How Visibility into Network Be...

Network Design to Accommod...

Building a Shared 100Gbps Network

Building a 400Gbps Back-End Netw...

Using Cisco Nexus Dashboard Fabr...

Conclusion

Related Materials

Q

Al/ML Networking Blueprint

Building a 400Gbps Back-End Network

For higher performance use cases, where GPU to GPU traffic requires 400Gbps Ethernet connectivity, it may be preferred to build a
separate network for these communications. These types of networks are often referred to as a “back-end network.” Back-end
networks generally are designed for GPUDirect (GPU to GPU) or GPUDirect Storage (GPU to storage) communications. The
requirements for back-end networks are the same as any RoCEv2 network discussed in this document. The main difference for this
type of network, assuming that it is connected at 400Gbps, is the recommended type of leaf and spine switches. To build a
400Gbps RoCEv2 network either the Cisco Nexus 9332D-GX2B or the Cisco Nexus 9364D-GX2A should be used as leaf switches.
The Cisco Nexus 9364D-GX2A is the recommended spine switch. As with the network described earlier in this document a non-
blocking fabric is required.

We will use the example of building a 512 GPU cluster. For this back-end network we will need to connect 512 400Gbps NICs. We
will use the Cisco Nexus 9364D-GX2A as a leaf switch which will allow us to connect 32 GPUs/NICs to each leaf, leaving 32 ports
for spine connectivity to build a non-blocking fabric. We will require 16 leaf switches to connect all 512 NICs.

To accommodate the amount of bandwidth coming from the leaf switches, 512 x 400Gbps ports are needed to the spines. We will
use 8 Cisco Nexus 9364D-GX2A spine switches. Each leaf will connect to every spine using 4 x 400Gbps ports. The network is
represented in the following diagram:

4 x 400G Connections Per Spine

EEE E

S
E 7»—7<‘Lf:i
= =

=
=

400Gbps

Figure 19. Spine-leaf design, 512 GPUs in a non-blocking network.

#CiscoLiveAPJC BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public

49



Nexus: Power of Systems

( Cisco Al/ML Blueprint )

¢

( Cisco Nexus Dashboard )

¢

Insights Controller Orchestrator

N\
% Leaf
— = (= = cru
L ClustersJ

Cisco 400G DR4/ 100G DR Optics

cisco Lz/&/

Outcomes
e e N
Best performing Intelligent buffering,
Al/ML networks, focus low latency, telemetry /
on app performance visibility, RoCEv2
. y,
e e N
[ ) Dynamic congestion One IP / Ethernet
D avoidance for @ network vs. dedicated
various workloads front-end / back-end
. . y,
e e N
Validated designs
\I/ Lower TCO @ for network and
ecosystem partners
\ \ y,

#HCiscoLiveAPJC ~ BRKDCN-2613
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A Brief Word on Ultra Ethernet
U/U’Oil'nenle[

OOOOO tium

Ultra Ethernet SpeC|f|cat|on Update

By Ultra Ethernet Consortium August 29, 2024

Ultra £thernet

consortium

Spemﬂcatlon Update
cisco W&-/ #CiscoLiveAPJC ~ BRKDCN -2613




Example Infrastructure Requirements by Workload

Workload type

Al Accelerator
(GPU)

Cluster size

Intra-host GPU
interconnect (e.g.

NVLink)

Inter-host GPU
interconnect
(“Backend”
network)

“Frontend”
network

Small* model
inferencing / RAG

Maybe

Large* model
inferencing / RAG

Yes

Fine Tuning

Yes

Small* model
training

Yes

Large* model
training

Yes

0-2 GPU per 2-8 GPU per 4-8 GPU per 2-4 GPU per 8 GPU per server
server server server server
0-100’s 0-100’s 20-80 GPUs 20-80 GPUs >1000 GPUs

Scales horizontally
with request rate

Scales horizontally
with request rate

~10’s of servers

~10’s of servers

100s of servers

No Maybe** Maybe Yes Yes
No Probably Not** Maybe Maybe Yes
200-400G RoCE 200-400G RoCE 200-400G
RoCE/Infiniband
“Any” 100-400G 100-400G 100-400G 100-400G

* “Small” and “Large” here are relative to the size of the GPU. i.e. Small can fit in memory of a single GPU.
** Depends on parallelism strategy, e.g. Tensor Parallel, Pipeline Parallel, etc.

cisco Lz{/&/
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Broad Spectrum of Compute Form Factors

Al Frameworks
Al Tooling

Virtualisation and Kubernetes

— il BE = = i

Rack Servers Blade Servers Hyperconverged Converged Edge
UCS C-Series UCS X-Series FlexPod FlashStack UCS X-Series
Direct

cisco W- #CiscoLiveAPJC ~ BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 53



GPU-Accelerated

C-Series Rack Servers

C240 M6 INTEL
C245 M6 AMD

5x NVIDIA A10
3x NVIDIA A16
3x NVIDIA A30
3x NVIDIA A40
3x NVIDIA A100-80

cisco Lz/&/

C240 M7 INTEL

3x NVIDIA A16

3x NVIDIA A30

3x NVIDIA A40

3x NVIDIA A100-80
2x NVIDIA H100-80
3x NVIDIA L40

8x NVIDIA L4

5X INTEL FLEX140
3X INTEL FLEX170
NVIDIA L40S

Rack Servers

C220 M6 INTEL
C225 M6 AMD

3x NVIDIA T4
NVIDIA L4

#CiscolLiveAPJC

BRKDCN-2613

C220 M7 INTEL

3x NVIDIA L4
3X INTEL FLEX140

C245 M8 AMD

(server not shipping yet)

NVIDIA H100-80
NVIDIA L40S
NVIDIA L40
NVIDIA L4

NVIDIA H100-NVL
NVIDIA A16

© 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public
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UCS X-Fabric Technology and PCle Nodes with GPU

PCle node supports up to:

N ™ <
(0] (]
4x 2X S [isla 2 [HEtE &
Intel Data Center  Intel Data Center =t S fhd-d| S bl 2
GPU Flex 140 GPU Flex 170 {4 ~[Hats = i | : o
3 i | s i -Fabric
2X 2X
Nvidia A16 Nvidia H100 X-Fabric decouples the lifecycles of CPU, GPU, memory,
Nvidia L40 storage and fabrics - providing a perpetual architecture
that efficiently brings you the latest innovations.
4x Nvidia L40S
Nvidia T4 Nvidia A40 () Cloud-powered composability with Cisco Intersight
Nvidia L4 Nvidia A100 Y Flexible GPU acceleration across server nodes
Nvidia H100 NVL @ No backplane or cables = easily upgrades

cisco M- #CiscoLiveAPJC ~ BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 55



High-Density GPU Servers

Built for data-intensive use cases like model training and deep learning

UCS Accelerated | UCS c885A M8 -

2 CPUs
AMD Genoa (96 cores)/Turin

NVIDIA HGX with 8 GPUs
NVIDIA H100, H200, B100 with NVLink
AMD MI300 with Infinity Fabric

Network
(8) NVIDIA ConnectX-7 BF3 B3140H (E-W)
(5) NVIDIA BF3 B3220, B3240 (N-S)

Power
(6) 3000W and (2) 2400W

#CiscoLiveAPJC BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public
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System Tunning Recommendations
BIOS tunings:

- Processor Configuration:
Intel Virtualisation Technology : <Enabled>
Intel Hyper-Threading Technology : <Enabled>
CPU Performance : <HPC>

- Power & Performance Configuration: —
Processor C1E : <Disabled>
Processor C6 : <Enabled>
Package C-State control : <C0/C1 State>

Uncore Frequency Scaling: <Enabled>

Thermal : Fan Control Policy : <Maximum Power>

PCle : Width, Speed, Max Payload Size, Max Read Request
OS tunings : CPU Power, TCP Parameters & Memory Settings

Cl S co M./ #CiscoLiveAPJC BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 57



Al Pods

Faster time to value with
pre-configured solutions

COMING SOON

Orderable, validated
Al-Ready infrastructure
stacks

Deploy Al with
confidence

Al Advisor tool for
configuration guidance

Fully supported stack
including Cisco and 3
party components

cisco Lz{/&/

Cisco Al-Ready Infrastructure Stacks

4 I

OPERATIONS AUTOMATION Al TOOLING

ahialn wrersicira e ‘.’ @2

OOPENSHIFT

Nmim
cisco UCS

NVAIE | NIMS

NEXUS

KUBERNETES

ACCELERATED COMPUTE

1mim
LAN AND SAN NETWORKING Cicca

ADVANCED SERVICES omer Experience

€ Al PODs ) \

-
-

-

#CiscolLiveAPJC

EXTEND TO PURE
converaep ano (g [T Orere X NUTANIS
HYPERCONVERGED
BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public
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Conclusion
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Key Takeaways

(I Understand your

22 Al requirements

Identify Al projects and key
stakeholders

Determine Al workload types and likely
deployment locations

Understand infrastructure requirements
for Al projects

Define your Al
Infrastructure
Strategy

Don’t get distracted by the latest shiny
object

Ensure Infrastructure strategy is
correctly mapped to real Al
requirements

“Evolution not Revolution” - align Al
initiatives with existing investments

cisco Lz{@/
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Accelerate Al
=1

Initiatives

- “Standardize and De-risk” -
streamline Al deployments with
validated reference architectures

- Leverage Cisco’s experience

- Visit us at the Cisco Booth

© 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public
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Complete Your Session Evaluations

Complete a minimum of 4 session surveys and the Overall Event Survey to
claim a Cisco Live T-Shirt.

:@,\73 Complete your surveys in the Cisco Live mobile app.
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- Visit the Cisco Stand
for related demos

- Book your one-on-one
Meet the Expert meeting

" - Attend the interactive education
Continue \

with DevNet, Capture the Flag,
and Walk-in Labs

your education )

- Visit the On-Demand Library
for more sessions at
www.CiscolLive.com/on-demand

Contact me via WebEx/Email:
cgascoig@cisco.com
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Appendix -
Reference slides
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Congestion
Management
Needs to Work

As a System
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No Congestion Example

Host A Host B Host X
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Light Congestion Example
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Light Congestion Example —-CNP Message

CNP messages must be marked correctly to get into the priority queue

Q3 [[ a3 | -QS?

—_— e — e —

Host A Host B Host X

o — o —
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PFC Congestion Leaf

Host X
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PFC Congestion Leaf + Spine

cisco Lz/&/

Host A

=g

D —

Host B
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PFC Congestion Leaf + Spine + Leaf

.
Q&QE S

_

\

EE L2 E LX

Q3

Host A Host B Host X
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ECMP Hashing
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ECMP, Telemetry Assisted Ethernet and Fully
Scheduled Fabrics

Spine Spine Spine Spine
201 202 203 204

504990

Leaf Leaf Leaf Leaf
201 202 203 204
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ECMP, Telemetry Assisted Ethernet and Fully
Scheduled Fabrics

Spine Spine Spine Spine
201 202 203 204

504990

Leaf Leaf Leaf Leaf
201 202 203 204
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How About
Pinning?
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Default ECMP algorithm

By default, ECMP looks at source and destination IP and Layer 4 ports
Hosts in an Al fabric may belong to uniform subnets
Layer 4 ports, destination portis 4791 for RoCEv2

Entropy comes from Layer 4 Source Port

N9K-switch# show ip load-sharing

IPv4/IPv6 ECMP load sharing:

Universal-id (Random Seed): 2467474893

Load-share mode : address source-destination port source-destination
Rotate: 32
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User Defined Field (UDF) ECMP algorithm

UDF ECMP looks at source and destination IP and User Defined Field in a packet
Users can choose what field to use to enhance entropy
Every RoCE conversation is identified by Destination Queue Pair, in the IB header

Destination Queue Pair is a 3-byte field

ip load-sharing address source-destination udf offset 33 length 24

N9K-switch# show ip load-sharing

IPv4/IPv6 ECMP load sharing:

Universal-id (Random Seed): 908907021
Load-share mode : address source-destination
Rotate: 32
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User Defined Field (UDF) - Destination Q Pair

UDF offset of Nexus 9000 switches starts from the IP header

Destination Q Pair is 33 bytes from the beginning of IP field
(IP (20B) + UDP (8B) + IB (5B)) or 6t byte in the InfiniBand header

No. Time Source Destination Protocal | Length Info
1 @.e00000000 172.16.103.11 172.16.101.11 RRoCE 1086 RC RDMA Read Response Middle QP=0x0@@al9
2 09.000020260 172.16.183.11 172.16.101.11 RRoCE 1086 RC RDMA Read Response Middle QP=0x0@@al9
5 ©.116549167 172.16.103.11 172.16.104.11 RRoCE 78 RC RDMA Read Request QP=0x000a0@
6 ©.116561041 172.16.103.11 172.16.104.11 RRoCE 78 RC RDMA Read Request QP=0x000a@0@
7 09.122176963  172.16.183.11 172.16.112.11 RRoCE 1086 RC RDMA Read Response Middle QP=0x008903
[ 8 9.122185013 172.16.103.11 172.16.112.11 RRoCE 1086 RC RDMA Read Response Middle QP=8x200903
9 ©.236@39751 172.16.103.11 172.16.101.11 RRoCE 78 RC RDMA Read Request QP=0x@00al9
10 09.236050373 172.16.1083.11 172.16.101.11 RRoCE 78 RC RDMA Read Request QP=0x000al9

@9 03 g0 14 72 81 5
60 3d db 77 94 3d @5
da 3c c¢7 al 87 3d 78
47 3d @@ 24 f4 3a bc
16 3d 9d c4 a@ 3c b5
9d 3d 39 76 85 3d a5
96 3d a9 a5 96 3d f2
11 3d 61 df 82 3d 6b
38 3d 25 33 ed 3c bd
55 3d 80 12 da 3a 90
34 3d 2b 2a 22 3c fd
70 3d 1f 68 6d 3d 6d
aa 3c e4 4f 75 3d 4b
a5 3d b8 le 82 3d 22
1a 3d 65 97 7f 3c 29
41 3d 58 48 ff 3c @7
64 3c d5 b7 d7 3a 71
45 3d eb 6a 1c 3c @3
60 3d bl 8d a3 3d 50
e6 3b a@ 16 6d 3c b9
S5e 3d eb f6 28 3c a3
86 3d 85 28 «c4 3c 6b
f4 3c 6c fa 51 3d 64
69 3d f2 8e 90 3d @b
97 3d 43 51 ba 3c e5

Frame 7: 1086 bytes on wire (8688 bits), 1086 bytes captured (8688 bits) on inte| 0830
oe4e

Ethernet II, Src: MellanoxTech_c4:7c:ab (b8:ce:f6:c4:7c:ab), Dst: Cisco_23:d3:95
802.1Q Virtual LAN, PRI: @, DEI: @, ID: 103
Internet Protocol Version 4, Sr 172.16.183.11, Dst: 172.16.112.11
User Datagram Protocol, Src Port: 49152, Dst Port: 4791
InfiniBand
Base Transport Header
Opcode: Reliable Connectien (RC) - RDMA READ response Middle (14)
= Solicited Event: False
= MigReq: True
= Pad Count: @
= Header Versien: @
Partition Key: 65535
Reserved: 00
tion Queue Pai
«vv. = Acknowledge Request: False
.000 000@ = Reserved (7 bits): @
Packet Sequence Number: 1340833
Invariant CRC: @xbSbaeedd
Data (1024 bytes)

st

c1sco 'p/‘/
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User Defined Field

UDF

- Destination

Q Pair

No. Time Source Destination Protocol | Lengtt | Info
1 @.eeeeon000 172.16.183.11 172.16.101.11 RRoCE 1886 RC RDMA Read Response Middle QP=0x800al9
( 2 0.000020260 172.16.183.11 172.16.101.11 RRoCE 1886 RC RDMA Read Response Middle QP=0x800al9
! 5 0.116549167 172.16.183.11 172.16.104.11 RRoCE 78 RC RDMA Read Request QP=0x000a00
i 6 8.116561041 172.16.183.11 172.16.104.11 RRoCE 78 RC RDMA Read Request QP=0x000a00
i 7 0.122176963 172.16.183.11 172.16.112.11 RRoCE 1886 RC RDMA Read Response Middle QP=0x800903
i 8 0.122185813 172.16.183.11 172.16.112.11 RRoCE 1886 RC RDMA Read Response Middle QP=0x800903
9 08.236839751 172.16.183.11 172.16.101.11 Request QP=0x000al9
18 @.236050373 172.16.183.11 172.16.101.11 RRoCE 78 RC RDMA Read Request QP=0x000a19

67
10
40
a3

Frame 9: 78 bytes on wire (624 bits), 78 bytes captured (624 bits) on interface ps-inb, id @ pope @@ fc ba 23 d3 95 b8 ce T6 c4 7c ab 81 @0 00
Ethernet II, Src: MellanoxTech_c4:7c:ab (b8:ce:f6:c4:7c:ab), Dst: Cisco_23:d3:95 (@@:fc:ba:23:d3:95) g?}? gg gg 45 g; 22 ;; gg ;g ig gg ;; ;; ;g gg :C
i . . . D020 ac c c
LR Ty [l L D Ly i BB ge3e ff ff 00 80 0a 19 80 14 d5 fd 00 @0 00 00 Oe
Internet Protocol Version 4, Src: 172.16.103.11, Dst: 172.16.101.11 9047 38 c@ @@ 12 5¢c 52 8@ 0@ 03 40 4T e e@ 94

User Datagram Protocol, Src Port: 49152, Dst Port: 4791
InfiniBand
Base Transport Header
Opcode: Reliable Connection (RC) - RDMA READ Request (12)
B... Solicited Event: False

l.. .... = MigReq: True

..0@ .... = Pad Count: @

«ua« 0000 = Header Version: @
Partition Key: 65535

Reserved: 0@

Destination Queue Pair: @x@00al9

l... ... = Acknowledge Request: True
.000 2000 = Reserved (7 bits): @

Packet Sequence Number: 1365501
RETH - RDMA Extended Transport Header
Invariant CRC: Bx4fBeed94

cisco Lz{/&/
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NVIDIA Rail-
Optimised
Design
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Some Things | Learned at NVIDIA GTC

O 8 =

o o
Y Ka

nvidia.com/f

w Q Search

Workshops March 17-21 | Al Conference and Expo March 18-21 | Keynote March 18 | San Jose, CA and Virtual

1]

rtal

My Interests
Session Format
Industry
Session Type
Audience Type
Audience Level
Session Spoken Language

Products & Technologies

cisco Lz/&/

Q

1 sessions

Training Deep Learning Models at Scale: How NCCL Enables Best w
Performance on Al Data Center Networks [S62129]

Sylvain Jeaugey, Principal Engineer, NVIDIA

Discover how NCCL uses every capability of all DGX and HGX platforms to accelerate inter-GPU communication and
allow deep learning training to scale further. See how Grace Hopper platforms can leverage multi-node NVLink to

compute in parallel at...

Replay )

#CiscolLiveAPJC

Show More
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Rings on DGX A100

) )

22 <AnviDia I
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Rings on DGX A100

=) =)

22 ~INVIDIA I
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Rings on DGX A100

22 < AnVIDIA I

85
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Inter-node Communication
Rail-optimized design

...............

jﬁj

23 <AnviDiA I

cisco Lz{/&/
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Classic fabric design

8 flows go across multiple level of switches.
Each flow needs to use a different path.

Inter-node Communication

Rail-optimized design

Rail-optimized design

Flows are physically separated.
Routing collisions cannot occur.

/P

\\\/NL‘\«\Q <

L7\
' 13 /§.‘ ,\:
.-\\ e v
II’J“U‘%J §ﬁo 0] [0 0

EERE Y I
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Remember about rail
optimised designs when
building large NVIDIA
GPU clusters

cisco Lz{/&/



Tips for Building a
High-Performance
Al Fabric
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To get RoCEvZ2 to work
as expected it is critical
to configure the NICs
and OS correctly
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Configure Your Ethernet NICs

<CLIP>
ens1fOnp0:
dhcp4: false
ens1finp1:
dhcp4: false
vians: W \/| AN Config Required for PFC
ens1fOnp0.101:

Mellanox ConnectX-6 NIC id: 101 W \/| AN Encap is 101
2 Port 100G Ethernet NIC Sl

addresses:
- 192.168.101.11/24
. ; routes:
cat /etc/netplan/00-installer-config.yaml - to: 192.168.0.0/16
via: 192.168.101.1
metric: 100
ens1f1np1.101:
id: 101
link: ens1f1np1
addresses:
- 172.16.101.11/24
routes:
- to0:172.16.0.0/16
via: 172.16.101.1
metric: 100

cisco W- #CiscoLiveAPJC ~ BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 91



Configure the “marking” Ubuntu Example

sudo

sudo
sudo

sudo
sudo

sudo
sudo

sudo
sudo

sudo

sudo
sudo

sudo
sudo

sudo
sudo

apt-get install vlan

bash
bash

bash
bash

bash
bash

mlnx gos -i enslfOnp0 --trust=dscp --pfc
mlnx gos -i enslflnpl --trust=dscp --pfc

'echo 1 > /sys/class/net/enslfOnp0/ecn/roce np/enable/3' —
'echo 1 > /sys/class/net/enslflnpl/ecn/roce np/enable/3'

'echo 6 > /sys/class/net/enslfOnp0/ecn/roce np/cnp 802p prio' —
'echo 6 > /sys/class/net/enslflnpl/ecn/roce np/cnp 802p prio'

'echo 48 > /sys/class/net/enslfOnp0O/ecn/roce np/cnp dscp' —

'echo 48 > /sys/class/net/enslflnpl/ecn/roce np/cnp dscp'

sysctl -w net.ipvéd.tcp ecn=1 ‘
cma_roce mode -d mlx5 0 -p 1 -m 2 —
2

cma_roce mode -d mlx5 1 -p 1 -m

cma_roce tos -d mlx5 0 -t 96 —

cma_roce tos -d mlx5 1 -t 96

vconfig set egress map enslfOnp0.101 4 3 —

vconfig set egress map enslflnpl.101 4 3
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Enable ECN for class 3

Enable CNP L2 egress priority to 6,
“enable CNP”

Map CNP to DSCP 48
Map PFC to priority 3
Enable ECN for traffic
Set mode to RoCEv2 on the NIC

Set TOS to 96 (DSCP CS3 or 24
Dec) for RoCEv2 traffic

Egress map RoCE traffic to priority 3



Recommendations
for Server Tunning*

*These recommendations were
done in conjunction with
Vijay Durairaj
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System Tunning Recommendations

BIOS tunings:
- Processor Configuration:
Intel Virtualisation Technology : <Enabled>
Intel Hyper-Threading Technology : <Enabled>
CPU Performance : <HPC>

- Power & Performance Configuration: —

Processor C1E : <Disabled>
Processor C6 : <Enabled>
Package C-State control : <C0/C1 State>

Uncore Frequency Scaling: <Enabled>
Thermal : Fan Control Policy : <Maximum Power>
PCle : Width, Speed, Max Payload Size, Max Read Request
OS tunings : CPU Power, TCP Parameters & Memory Settings

cisco M./ #CiscoLiveAPJC ~ BRKDCN-2613
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BIOS Tuning - CPU Performance (HPC

inaln Intersight o*3 Infrastructure Service Q search

Policies BIOS ucs-m7-bios_NVCERT

Edit

Overview

Operate

Servers General Frequency Floor Override CPU Performance
platform-default hpc

Chassis
platform-default

Fabric Interconnects
Power Technology custom

HyperFlex Clusters

General i i
Integrated Systems Intel Dynamic Speed Select Intel HyperThreading Tech

platform-default platform-default

Intel Speed Select Intel Turbo Boost Tech

platform-default platform-default

Intel(R) VT 110 Error Enable
disabled platform-default

platform-default

enabled KTI Prefetch
disabled platform-default
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BIOS Tuning - Processor Power States

deeh Intersight

Overview

Operate

Servers

Chassis

Fabric Interconnects
HyperFlex Clusters
Integrated Systems
Analyze

Explorer

Configure

J*3 Infrastructure Service v

Policies

Edit

BIOS

General

ucs-m7-bios_NVCERT

Package C State Limit
CO0 C1 State

platform-default
Auto

CO C1 State

General

Q Search

#CiscolLiveAPJC

Patrol Scrub
platform-default

PRMRR Size
platform-default

Package C State Limit
CO C1 State

Patrol Scrub Interval *
platform-default

Processor C1E
disabled

platform-default
enabled

disabled

Patrol Scrub

platform-default

PRMRR Size
platform-default

Processor C3 Report
disabled

CPU C State
platform-default
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Thermal - Fan control Policy

rdel Intersight

Overview

Operate

Servers

Chassis

Fabric Interconnects
HyperFlex Clusters
Integrated Systems
Analyze

Explorer

Configure

Profiles

Templates

3 Infrastructure Service v

Policies Thermal

Edit

General

Policy Details

Add policy details

Fan Control

Fan Control Mode

Maximum Power
Balanced
Low Power
High Power
Maximum Power

Acoustic

All Platforms

#HCiscoLiveAPJC ~ BRKDCN-2613

UCS Server (Standalone)

UCS Server (Fl-Attached)

UCS Chassis
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OS Tuning - 1

« Mellanox Automatic tuning for Performance
# minx_tune -p HIGH_THROUGHPUT
- Disable the TCP Timestamps for better CPU Ultilisation

# sysctl -w net.ipv4.tcp_timestamps=0

Enable the TCP selective acks option for better throughput:

# sysctl -w net.ipv4.tcp_sack=1

Increase the maximum length of processor input queues:

# sysctl -w net.core.netdev_max_backlog=300000

Increase the TCP maximum and default buffer sizes using setsockopt():
# sysctl -w net.core.rmem_max=4194304

# sysctl -w net.core.wmem_max=4194304

# sysctl -w net.core.rmem_default=4194304

# sysctl -w net.core.wmem_default=4194304

# sysctl -w net.core.optmem_max=4194304
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OS Tuning - 2

* Increase memory thresholds to prevent packet dropping:
# sysctl -w net.ijpv4.tcp_rmem="4096 87380 4194304"
# sysctl -w net.ipv4.tcp_wmem="4096 65536 4194304”

» Enable low latency mode for TCP:

# sysctl -w net.ipv4.tcp_low_latency=1

L ]
# sysctl -w net.ipv4.tcp_adv_win_scale=1 L 1 n ux
« Disable OS watchdog & Numa balancing:

# echo '0' > '/proc/sys/kernel/nmi_watchdog’

# echo 0 > /proc/sys/kernel/numa_balancing

« Fine tuning Kernel task scheduler :

# echo 100000000 > /proc/sys/kernel/sched_min_granularity_ns _
# echo 50000000 > /proc/sys/kernel/sched_migration_cost_ns
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PCIE Tuning for the Best Performance

Width | Speed | Max Payload Size | Max Read Request

List PCl command to find out

[root@ucsl9 ~]# lspci | grep Mell where the Mellanox NICs are
5e:00.0 Ethernet controller: Mellanox Technologies MT28988 Family [ConnectX-6]

: : connected
5e:00.1 Ethernet controller: Mellanox Technologies MT28908 Family [ConnectX-6]
[root@ucs19 ~]# 1lspci -s 5e:00.0 -vwv | grep PCIeGen
[Ve] Vendor speciﬁc CIeGen4 x16 List PClI command to show location
[root@ucsl19 ~]# 1lspci -s 5e:00.0 - o — 5e:00.0 settings. Speed

LnkCap: Port #0, |Speed 16GT;‘5 'H1.dth x16,] ASPM not supported, B de1-:err.nines the r;umber of PCle

LnkSta: Speed 8GT/s, Width x16, TrErr- Train- SlotClk+ DLActiviReiECISIENSEES ISPt
LnkCtl2: Target Link Speed: 16GT/s, EnterCompliance- SpeedDis- mga)sured I GT/S which stands for
[root@ucs19 ~]# 1spci -s 5e:00.0 -vvv | grep MaxReadReq "billion transactions per second"
MaxPayload 256 bytes, MaxReadReq 512 bytes
[root@®ucs19 ~]# 1lspci -s 5e:00.0 -vvv | grep Dev(Ctl: -C 2 ;
DevCap: MaxPayload 512 bytes, PhantFunc @, Latency L@s unlimitd iz PC.Ie e Paylo.ad Slze.
ExtTag+ AttnBtn- AttnInd- PwrInd- RBE+ FLReset+ SlotPondettiiadel i T E
Dev(Ctl: Report errors: Correctable- Non-Fatal- Fatal- Unsuppori PCle packet, or PCle MTU (similar
R1xdOrd+ ExtTag+ PhantFunc- AuxPwr- NoSnoop+ FLReset- [ networking protocols). This
MaxPayload 256 bytes, MaxReadReq 512 bytes parameter is set only by the system

[root@ucs19 ~]# |} and depends on the chipset
architecture (e.g. x86_64, Powers8,

asco Lo ! Ubuntu/Debian: sudo apt install pciutils ARM, &tc).
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PCIE Tuning for the Best Performance

: Width | Speed | Max Payload Size | Max Read Request

[root@ucsl19 ~]# lspci -s 5e:00.0 -vvv | grep Dev(Ctl: -C 2
DevCap: MaxPayload 512 bytes, PhantFunc @, Latency L@s unlimited, L1 unlimited
ExtTag+ AttnBtn- AttnInd- PwrInd- RBE+ FLReset+ SlotPowerLimit @.000W
Dev(Ctl: Report errors: Correctable- Non-Fatal- Fatal- Unsupported-
RlxdOrd+ ExtTag+ PhantFunc- AuxPwr- NoSnoop+ FLReset-

MaxPayload 256 bykes, MaxReadReq 512 bytes [RyNi e Io IR N=Io [N VETA-rrTe
[root@ucsl9 ~]# | setpci -s 5e:00.0 68.W E:SE

Request size selector.
[root@ucsl9 ~]# lspci -s 5e:00.0 -vvv | grep DevCtl: -C 2

DevCap: MaxPayload 512 bytes, PhantFunc @, Latency LRptREte=tolelCRCINEEREILY
ExtTag+ AttnBtn- AttnInd- PwrInd- RBE+ FLResoEIII=NN Il =N N ivl]
Dev(Ctl: Report errors: Correctable- Non-Fatal+ FatolBelEIePZI-Ry aERsleVFel:]
RlxdOrd+ ExtTag+ PhantFunc- AuxPwr- NoSnoop+gEhileRSEarAeclel=)
MaxPayload 256 bytes, MaxReadReq 4096 bytes

[root@ucs19

Ubuntu/Debian: sudo apt install pciutils
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What does the Network

Configuration Look
Like?
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QOS Configs Classification

CLASS MAP
class-map type gos match-all class-q3 —
match dscp 24
class-map type qos match-all class-q7

match dscp 48

POLICY MAP
policy-map type qos QOS_classification_policy — «—
class class-g3
set qos-group 3
class class-q7
set qos-group 7
class class-default

set qos-group 0

Cisco M. #CiscoLiveAPJC ~ BRKDCN-2613 © 2024 Cisco and/or its affiliates. All rights reserved. Cisco Public 103



QOS Configs Queuing and Scheduling

POLICY MAP “type queuing”

policy-map type queuing custom-8g-out-policy
class type queuing c-out-8q-q7 G _
priority level 1
class type queuing c-out-89-qg6
bandwidth remaining percent O
class type queuing c-out-8g-g5
bandwidth remaining percent O

class type queuing c-out-8g-qg4

bandwidth remaining percent O
class type queuing c-out-89-g3 ——
bandwidth remaining percent 60

random-detect minimum-threshold 150 kbytes maximum-threshold 3000 kbytes drop-probability 7 weight O ecn
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QOS Configs Queuing and Scheduling

POLICY MAP cont.

class type queuing c-out-89-qg2
bandwidth remaining percent O

class type queuing c-out-8g-q1

bandwidth remaining percent O
class type queuing c-out-8qg-qg-default

bandwidth remaining percent 40
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QOS Configs cont.

POLICY MAP “type networking”

policy-map type network-qos custom-8qg-nqg-policy
<snip>
class type network-gos ¢c-89-ng3 —
mtu 9216
pause pfc-cos 3

<snip>

SYSTEM QOS
system qos —

service-policy type network-qgos custom-8g-nqg-policy

service-policy type queuing output custom-8q-out-policy
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QOS Configs Interfaces
interface Ethernet1/1
service-policy type qos input QOS_classification_policy — <« —
priority-flow-control mode on
priority-flow-control watch-dog-interval on
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